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ABSTRACT 

The success of digital technologies in the heritage domain has led to exponential growth in 3D digital heritage 

data in both volume and resolution, necessitating new solutions capable of processing ever-larger datasets. 

Advancements in artificial intelligence (AI), particularly in machine learning (ML) and deep learning (DL), 

provide powerful tools to address this challenge, offering significant advantages in speed and accuracy while 

assisting domain experts with documentation, preservation, conservation, and interpretation. The application 

of these advancements to the heritage field, however, is very limited and presents several challenges due to 

the peculiar characteristics of heritage data, including challenging surfaces for 3D reconstruction, inade-

quacy of traditional algorithms for archaeological feature detection in LiDAR data, scarcity of annotated 

training data, and varying or unique class definitions that hinder model generalisability across diverse herit-

age contexts. This thesis presents ML/DL-based contributions to address these challenges and in particular: 

¶ A methodological framework for assessing Neural Radiance Field (NeRF) capabilities in heritage-

specific scenarios, comparing these methods against a conventional photogrammetric pipeline and using 

touristic images as well as data from the NeRFBK benchmark to enable reproducible evaluation. 

¶ A Multi-Level Multi-Resolution (MLMR) approach for generating archaeological Digital Feature Models 

(DFMs) from LiDAR data, subdividing the task into two resolution levels to enable progressive validation 

and task-specific optimisation, employing a deep learning backbone and a train-test consistency strategy, 

validated across Mediterranean and Alpine archaeological sites. 

¶ Two methodological approaches to integrate 2D and 3D data for the semantic enrichment of heritage 3D 

data, with comparisons against fully 3D-based approaches: the first incorporates DSM-derived depth 

maps and existing technical drawings to automatically generate training data for image-based DL models 

and segment planar surfaces by back projecting the results onto the point cloud; the second exploits 

photogrammetric image redundancy for large-scale training data generation and planar surface 

segmentation, employing voxelisation and voting mechanisms to assign final labels to each point, with 

large-scale validation on the Colosseum dataset. 

¶ A zero-shot, multimodal large language model (MLLM)-based approach for segmenting heritage classes 

from 3D textured meshes without domain-specific training data, validated on the Trajan's Column in 

Rome and the Borobudur temple in Indonesia. 

Real-world applications demonstrate the concrete impact of the proposed methods, including the discovery of 

previously unknown archaeological features at Rusellae and Moscona, and the successful upscaling of the 

proposed 2D/3D framework to the Colosseum dataset, demonstrating its applicability at a large scale. Beyond 

empirical validation, this research contributes to the growing body of literature bridging the heritage and AI 

domains, providing methodological frameworks and benchmark contributions that address the specific char-

acteristics of heritage 3D data and support the progressive automation of heritage documentation workflows. 
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1. INTRODUCTION AND AIMS OF THE RE-

SEARCH 

1.1 Motivation and Research Context 

Accurate and detailed documentation of cultural heritage sites has historically been fundamental for research, 

preservation, conservation, and restoration purposes (Remondino and Rizzi, 2010; Remondino, 2011). Tradi-

tional documentation techniques, ranging from manual drawings and photographic archives to hand surveys 

with simple tape measurements, point laser distance measurers, plumb lines, and theodolites, have been pro-

gressively replaced by new digital approaches enabled by advancements in 3D digital technologies, signifi-

cantly enhancing cultural heritage documentation processes. 

Terrestrial Laser Scanning (TLS) and photogrammetry are now standard techniques in the field, enabling pre-

cise 3D geometric capture of heritage structures and environments (El-Hakim et al., 2007, 2008; Remondino 

and Rizzi, 2010; Fassi et al., 2011; Remondino, 2011; Kan et al., 2017; Vieira et al., 2023; Vileikis et al., 

2023). Airborne Laser Scanning (ALS) has revolutionised the archaeological field, enabling the documenta-

tion of thousands of previously unknown archaeological features on a scale that cannot be achieved by tradi-

tional ground surveys (Holden et al., 2002; Devereux et al., 2005; Chase et al., 2011; De Boer et al., 2008; 

Doneus and Briese, 2011; Opitz and Cowley, 2013; Evans and Fletcher, 2015; Canuto et al., 2018; Campana, 

2018; Lercari, 2019; Inomata et al., 2020; Estrada-Belli et al., 2023; Auld-Thomas et al., 2024; Estrada-Belli 

et al., 2025). 

The success of digital technologies in the heritage domain has led to exponential growth in 3D digital heritage 

data in both volume and resolution, necessitating new solutions capable of processing ever-larger datasets. 

Advancements in artificial intelligence (AI), particularly in machine learning (ML) and deep learning (DL), 

provide powerful tools to address this challenge, offering significant advantages in both speed and accuracy 

while assisting domain experts in documentation, preservation, conservation, and interpretation tasks. The 

application of these advancements to the heritage field, however, presents several challenges due to the pecu-

liar characteristics of heritage data. The diversity of heritage contexts, the lack of annotated training data, the 

complexity of heritage surface properties, and the need for domain-specific knowledge contribute to make 

cultural heritage one of the most demanding application contexts for AI-based 3D processing pipelines. 

Placed at the intersection between my archaeological background and the experience developed during this 

PhD in Computer Science and Artificial Intelligence, this thesis presents original contributions to the cultural 

heritage field, addressing domain-specific challenges through the development and evaluation of ML/DL-

based methods for digital heritage documentation workflows. This work investigates 4 interconnected research 

areas:  

¶ neural radiance fields (NeRF) as a viable complement to photogrammetric methods for heritage 3D 

reconstruction; 
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¶ 3D semantic segmentation of archaeological LiDAR data for ground surface and archaeological features 

mapping; 

¶ 2D/3D methodological frameworks for 3D planar surfaces semantic segmentation and training data 

generation; 

¶ multimodal Large Language Models (MLLMs) based solutions to address generalisability challenges for 

3D heritage semantic enrichment. 

1.2 Research Objectives and Questions 

The thesis revolves around four main research questions aimed at advancing the application of AI methods to 

3D digital heritage: 

¶ Photogrammetry and Computer Vision present well-documented limitations in heritage 3D 

reconstruction, particularly for reflective, textureless, transparent, and crowdsourced image datasets (Wu 

et al., 2018; Ahmadabadian et al., 2019; Karami et al., 2022). In recent years, neural radiance fields 

(NeRF; Mildenhall et al., 2020) emerged as a promising complementary method to standard Multi-View 

Stereo (MVS) pipelines, attracting significant interest until the advent of 3D Gaussian Splatting (3DGS; 

Kerbl et al., 2023). Despite this interest, few studies have focused on the application of NeRF specifically 

for heritage 3D reconstruction. To address this gap, Chapter 3 investigates the first research question 

(RQ1): Can Neural Radiance Fields (NeRF) overcome the limitations of conventional photogrammetry 

in heritage 3D reconstruction, delivering accurate and complete models under challenging conditions 

like low texture, reflective surfaces or sparse camera network? 

¶ In the last two decades, aerial- and UAV-based LiDAR surveys have yielded spectacular results, in 

particular in forested environments (Doneus and Briese, 2011; Canuto et al., 2018; Vinci et al., 2025). 

This is due to the ability of LiDAR pulses to penetrate through the vegetation canopy, enabling 

archaeologists to analyse the terrain morphology and archaeological features hidden beneath it. Typically, 

these analyses are performed on a Digital Terrain Model (DTM) derived from points representing the 

ground in the LiDAR data. However, for the comprehensive detection of archaeological features, a DTM 

must be free of vegetation while retaining standing archaeological features in the final model. Traditional 

ground extraction algorithms, by design, are not tailored to these specific needs and filter out any object 

that stands above the ground surface (Ġtular and Loziĺ, 2020). Manual segmentation is therefore needed 

to retain the filtered-out standing archaeological features, a time-consuming and laborious procedure that 

becomes unfeasible for large, densely forested acquisitions. To address this limitation, Chapter 4 aims to 

answer the following research question (RQ2): To what extent can deep learning-driven 3D semantic 

segmentation improve ground filtering accuracy of archaeological LiDAR data while retaining and 

correctly classifying above-ground man-made historical features? 

¶ In recent years, 3D semantic segmentation applied to heritage has been the subject of a sizeable amount 

of research, showing promising results, especially in the architectural field (Grilli et al., 2019b; Pierdicca 

et al., 2020; Croce et al., 2021). However, several limitations remain due to the specific characteristics of 

heritage data. Specifically, the reliance on 3D geometric characteristics is often insufficient for accurate 

segmentation of planar surfaces, and the availability of heritage-specific annotated training data often 
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limited (Matrone et al., 2020a). To address limitations, Chapter 5 investigates the following research 

question (RQ3): Can integrated 2D-3D fusion strategies improve the semantic segmentation of heritage 

objects or surfaces? 

¶ Traditional semantic segmentation approaches normally generalise poorly across different heritage 

scenarios due to domain-specific class vocabularies and definitions tied to each application context 

(Maietti et al., 2018), necessitating continual retraining or transfer learning strategies. Recent advances in 

computer vision, specifically Multimodal Large Language Models (MLLMs), allow, to some extent, to 

avoid this limitation by leveraging powerful foundation models trained on massive datasets, enabling 

zero-shot or few-shot semantic enrichment approaches. To tackle the traditional semantic segmentation 

approaches generalisation limitations, Chapter 6 addresses the following research question (RQ4): 

Can recent advancements in Multimodal Large Language Models (MLLMs) be successfully applied to 

heritage objects and surfaces to segment domain-specific classes? 

All four research questions can be framed within a broader research question on the application of ML/DL 

methods to 3D heritage data processing: Can ML/DL methods be used effectively to process 3D heritage data, 

accounting for the domain-specific conditions and characteristics of this field? 

1.3 Thesis Structure 

After this introductory chapter, the thesis is organised as follows: 

¶ Chapter 2: it provides a comprehensive overview of machine and deep learning methods applied in the 

digital heritage field. The first section covers image-based 3D reconstruction approaches, from standard 

photogrammetric methods to NeRF-based reconstruction, to the more recent shift towards 3D Gaussian 

Splatting. The following section focuses on 3D semantic segmentation approaches (machine and deep 

learning) and their employment in archaeology: it is, in particular, reporting the evolution of the Digital 

Feature Model (DFM) concept as a way to refer to an archaeological ground model that retains above-

ground archaeological features and the lack of specific tools for its extraction. The final section covers 

2D semantic segmentation models, MLLMs, and hybrid 2D/3D solutions and their applications in the 

heritage field. 

¶ Chapter 3: it addresses RQ1 and introduces the methodological framework employed for the adoption 

and assessment of NeRF methods for heritage 3D reconstruction. Starting from the known limitations of 

conventional photogrammetry for 3D heritage applications, the chapter introduces the experimental 

framework and evaluation metrics. The main contribution to the topic, published in Mazzacca et al. 

(2023), is then presented, showing the performance of various NeRF methods in heritage reconstruction 

through quantitative and qualitative analyses. Additionally, the contribution of heritage-specific datasets 

to the NeRFBK benchmark (Yan et al., 2023b) is introduced. 

¶ Chapter 4: it addresses RQ2, presenting the rationale behind the need of point cloud semantic 

segmentation when dealing with archaeological LiDAR data. The chapter introduces a Multi-Level Multi-

Resolution (MLMR) hierarchical methodology for archaeological DFM extraction and structure mapping, 

subdividing the segmentation task into two levels of increasing resolution. Quantitative and qualitative 

comparisons assess the methodology's performance across different datasets and resolutions, with 
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applications to real-world scenarios, demonstrating its practical applicability (Cirigliano et al., 2025; 

Mazzacca and Remondino, 2026). 

¶ Chapter 5: it tackles RQ3 by proposing two methodological frameworks aimed at addressing two main 

limitations of traditional 3D semantic segmentation approaches applied to heritage point clouds: training 

data scarcity and planar surface segmentation. Firstly, a methodology employing Digital Surface Models 

(DSMs) and orthophotos, with training data generated from vector technical drawings, is presented for 

the semantic segmentation of building façades (Trivi et al., 2024). Secondly, a 3D/2D/3D back-to-back 

projection approach for point cloud segmentation is proposed as a way to exploit the vast amount of 

images typically employed in photogrammetric projects and their intrinsic connection to the generated 3D 

data, enabling the creation of large amounts of training data and leveraging the potential of 2D semantic 

segmentation methods for planar surface segmentation. Qualitative and quantitative comparisons are 

performed against a standard 3D semantic segmentation approach to evaluate the methodology's efficacy 

(Bassier et al., 2024). Following this comparison, the application of the methodology to the Colosseum 

dataset demonstrates scalability on a massive real-world dataset (Rinaldi et al., 2026, in press). 

¶ Chapter 6: it addresses RQ4 by proposing a MLLM-based methodological framework for the semantic 

enrichment of heritage 3D models, showing results achieved on the Trajan Column (Mazzacca et al., 

2025, Best Paper Award CIPA 2025 Seoul) and on the bas-relief panels of the Borobudur temple in 

Indonesia (Murtiyoso et al., 2025), assessing the capabilities of recent foundation models in performing 

interpretative segmentation tasks through descriptive text prompts through qualitative and quantitative 

analyses. 

¶ Chapter 7: it gathers and summarises the results of the previous chapters, discussing them in light of the 

research questions presented in the introduction, and concludes the dissertation with final remarks and 

future research directions. 

While the chapters are self-contained and can be read independently of one another, taken together, they face 

the broader challenge of deriving semantically meaningful information from complex heritage 3D data under 

conditions of geometric difficulty, semantic ambiguity, scarce annotations, and limited transferability via 

ML/DL -based solutions. Each chapter addresses a different aspect of this broader challenge. Chapter 2 pre-

sents the existing literature on AI paradigms for extracting information from heritage data at different levels, 

providing the necessary basis for grounding each proposed solution in this dissertation within its research 

context. The following chapters build upon this basis by proposing ML/DL based solutions to different chal-

lenges that affect a typical 3D digital heritage workflow: from the generation of 3D data (Chapter 3), to its 

semantic enrichment by means of a fully 3D pipeline (Chapter 4), to the semantic enrichment of planar surfaces 

using a mixed 2D/3D approach (Chapter 5) and finally by leveraging the potentialities of recent developments 

in MLLMs to address classes definition limitations and generalisation (Chapter 6). 

1.4 Thesis Chapters and Publications List 

The developed solutions, results, evaluations, and discussions presented in this thesis are contained in several 

studies and scientific articles published across the three years of my doctoral activity. Some of them form the 

three core chapters of this thesis: 
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Chapter 3: 

It tackles RQ1 and it stems from the following publications: 

¶ Mazzacca, G., Karami, A., Rigon, S., Farella, E. M., Trybala, P., & Remondino, F. (2023). NeRF for 

heritage 3D reconstruction. The International Archives of the Photogrammetry, Remote Sensing and 

Spatial Information Sciences, 48(M-2-2023), 1051-1058. 

¶ Yan, Z., Mazzacca, G., Rigon, S., Farella, E. M., Trybala, P., & Remondino, F. (2023b). NeRFBK: a 

Holistic Dataset for Benchmarking NeRF-based 3D reconstruction. The International Archives of the 

Photogrammetry, Remote Sensing and Spatial Information Sciences, 48(1), 219-226. 

 

Chapter 4: 

It tackles RQ2 and it stems from the following publications: 

¶ Cirigliano, G. P., Mazzacca, G., Remondino, F., Liverani, P., Cantoro, G., Maschner, H., & Campana, S. 

(2025). Dronebased highresolution LiDAR for undercanopy archaeology in Mediterranean environ-

ment: Rusellae case study (Italy). Archaeological Prospection. 

¶ Mazzacca, G., & Remondino, F. (2026). Under-canopy archaeological mapping in forested areas using 

LiDAR data and AI methods. Heritage. 

 

Chapter 5: 

It tackles RQ3 and it stems from the following publications: 

¶ Trivi, M. B., Mazzacca, G., Griffo, M., Malek, S., Battisti, R., Remondino, F., Bianchini, C., & Chiavoni, 

E. (2024). An innovative approach for the semantic segmentation of surveyed building facades leveraging 

on architectural drawings. The International Archives of the Photogrammetry, Remote Sensing and 

Spatial Information Sciences, 48(2), 445-451. 

¶ Bassier, M., Mazzacca, G., Battisti, R., Malek, S., & Remondino, F. (2024). Combining image and point 

cloud segmentation to improve heritage understanding. The International Archives of the 

Photogrammetry, Remote Sensing and Spatial Information Sciences, 48, 49-56. 

¶ Rinaldi, F., Balzani, M., Nazzaro, B., Pujia, A., Cella, E., Fumagalli, F., Rose, D., Galvani, G., Raco, F., 

Valenti, G. M., Suppa, M., Giau, G., Planu, F., Rizzi, D., Griffo, M., Lucchetti, S., Barni, R., Mirandola, 

A., Remondino, F., Mazzacca, G., Miceli, G., Proia, M., Giovanniello, M., Settimo, S. (2026, in press). 

Tradition and digital transition in cultural heritage: the contribution of the Colosseum HBIM project. In 

Proceedings of the 29th EVA Berlin Conference: Intelligence Space. Creativity in Dialogue with 

Technology. arthistoricum.net. 

 

Chapter 6: 

It tackles RQ4 and it stems from the following publications: 

¶ Mazzacca, G., Sterpin, A., Rigon, S., Medici, M., & Remondino, F. (2025). A Roman carved tale 

modelled in 3D and interpreted with AI. ISPRS Annals of the Photogrammetry, Remote Sensing and 

Spatial Information Sciences, 253-260. (Best Paper Award, CIPA 2025 Seoul) 
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¶ Murtiyoso, A., Mazzacca, G., Remondino, F., & Suwardhi, D. (2025). Integrative AI for the 

understanding of ancient Javanese architectures. The International Archives of the Photogrammetry, 

Remote Sensing and Spatial Information Sciences, 48, 1065-1072. 

 

Other contributions as a co-author, not presented in the thesis, but strictly related to the PhD topic, are: 

¶ Remondino, F., Karami, A., Yan, Z., Mazzacca, G., Rigon, S., & Qin, R. (2023). A critical analysis of 

NeRF-based 3D reconstruction. Remote Sensing, 15(14), 3585. 

¶ Morelli, L., Mazzacca, G., Trybağa, P., Gaspari, F., Ioli, F., Ma, Z., Remondino, F., Challis, K., Poad, A., 

Turner, A., & Mills, J. P. (2024b). The legacy of Sycamore Gap: the potential of photogrammetric AI for 

reverse engineering lost heritage with crowdsourced data. The International Archives of the Photogram-

metry, Remote Sensing and Spatial Information Sciences, 48, 281-288. 

¶ Codiglione, M., Mazzacca, G., & Remondino, F. (2024). Dimensional discoveries: unveiling the potential 

of 3D heritage point clouds with a robust ontology framework. The International Archives of the Photo-

grammetry, Remote Sensing and Spatial Information Sciences, 48, 119-125. 

¶ Elalailyi, A., Mazzacca, G., Alami, A., Padkan, N., Takhtkeshha, N., Fassi, F., & Remondino, F. (2025). 

2D and 3D semantic segmentation for interpreting and understanding 3D heritage spaces. Proc. Digital 

Heritage Congress. The Eurographics Association. 

 

Other contributions not strictly connected to the topics of the thesis but realised through collaborations with 

other colleagues for knowledge sharing, are: 

¶ Morelli, L., Ioli, F., Maiwald, F., Mazzacca, G., Menna, F., & Remondino, F. (2024a). Deep-image-

matching: a toolbox for multiview image matching of complex scenarios. The International Archives of 

the Photogrammetry, Remote Sensing and Spatial Information Sciences, 48, 309-316. 

¶ Takhtkeshha, N., Mazzacca, G., Remondino, F., Hyyppä, J., & Mandlburger, G. (2025). Multispectral 

LiDAR data for extracting tree points in urban and suburban areas. arXiv preprint arXiv:2508.19881. 

¶ Fol, C. R., Murtiyoso, A., Mazzacca, G., Saint-André, T., Remondino, F., & Griess, V. C. (2024). Label-

ling point clouds in VR. The International Archives of the Photogrammetry, Remote Sensing and Spatial 

Information Sciences, 48, 163-168. 

¶ Roman, O., Mazzacca, G., Farella, E. M., Remondino, F., Bassier, M., & Agugiaro, G. (2024). Towards 

automated BIM and BEM model generation using a B-Rep-based method with topological map. ISPRS 

Annals of the Photogrammetry, Remote Sensing and Spatial Information Sciences, 10, 287-294.  
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2. BACKGROUND AND STATE OF THE ART 

This chapter presents a review of machine learning (ML) and deep learning (DL) methods applied to 3D digital 

heritage data processing, addressing three key aspects of heritage documentation workflows:  

¶ AI for 3D data generation and reconstruction (Section 2.1) 

¶ 3D data semantic segmentation (Section 2.2) 

¶ 2D Semantic Segmentation and 2D/3D Hybrid/Fusion Approaches (Section 2.3). 

¶ Visual Language Models (VLMs) and Multimodal Large Language Models (MLLMs) for Semantic 

Enrichment (Section 2.4) 

The four sections introduce the research topics addressed in Chapters 3, 4, 5, and 6 (Figure 2.1), respectively, 

providing the theoretical and methodological background necessary to contextualise each contribution. 

 

 

Figure 2.1: Organisation of the research topics addressed during the PhD, as structured across the thesis 

chapters. 

2.1 AI for 3D Data Generation and Reconstruction 

The 3D reconstruction and digital documentation of cultural heritage artefacts and scenes are of paramount 

importance for their valorisation, study, and safeguard. The improvements and efficiency of mass digitisation 

campaigns have been driven mainly by the growing need for preservation, as well as by significant opportu-

nities offered by digital 3D technologies, artificial intelligence (AI) methods, and extended reality (XR) solu-

tions for conservation, communication, and virtual access purposes (Kniaz et al., 2019; Teruggi et al., 2021; 

Verhoeven et al., 2022). Currently, active and passive sensors, through static or mobile scanning and photo-

grammetric methods, provide reliable, fast, and accurate 3D results (Di Stefano et al., 2021). Among these 

technologies, photogrammetric methods have established themselves as the dominant approach for heritage 
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3D documentation, owing to their accuracy, scalability, and cost-effectiveness (Remondino and El-Hakim, 

2006). 

A photogrammetric pipeline begins with the acquisition phase, which is essential for producing accurate and 

complete results. Subsequently, images are processed within the two fundamental photogrammetric steps: im-

age orientation, also called Structure from Motion (SfM), and Dense Image Matching (DIM), also called 

Multi -View Stereo (MVS) (Zhou etyu e al., 2020; Wang et al., 2021a). However, the performance, reliability 

and robustness of these automated pipelines critically depend on two key components: feature extraction (en-

compassing feature detection and description) and feature matching algorithms for camera pose estimation, 

and dense reconstruction algorithms for recovering a dense 3D geometry. 

Handcrafted feature extraction methods have been thoroughly investigated over the years (Huang et al., 

2024a). During the 1970s, 1980s, and 1990s, several approaches concentrated on keypoint and corner detec-

tion, primarily targeting salient structures such as intersections and boundaries (Moravec, 1979; Harris et al., 

1988; Smith and Brady, 1997). Blob-based methods for feature detection and description, identifying image 

regions of characteristic scale with approximately uniform internal intensity or appearance differing from their 

surrounding neighbourhood, were explored in later years, with SIFT (Lowe, 2004) and SURF (Bay et al., 

2006) as key contributions. More recent handcrafted approaches introduced binary feature detection and de-

scription methods such as BRIEF (Calonder et al., 2010), BRISK (Leutenegger et al., 2011), and ORB (Rublee 

et al., 2011), prioritising computational efficiency, and KAZE (Alcantarilla et al., 2012), using nonlinear dif-

fusion filtering to detect and describe 2D features in a nonlinear scale space. After feature extraction, corre-

spondences between detected and described keypoints are established by searching for nearest neighbours in 

descriptor space, commonly performed using methods such as FLANN (Muja and Lowe, 2009). The resulting 

matches are subsequently filtered to remove outliers, with Lowe's ratio test (Lowe, 2004) serving as a de-

scriptor-level filter and RANSAC (Fischler and Bolles, 1981) providing geometric verification, serving as the 

most commonly used algorithms (Huang et al., 2024a). 

In the last decade, advancements in DL-based methods have demonstrated improved robustness under chal-

lenging conditions (Morelli et al., 2022). Learning-based feature extractors and matchers can be broadly cate-

gorised into detector-based approaches, such as SuperPoint (DeTone et al., 2018), R2D2 (Revaud et al., 2019), 

DISK (Tyszkiewicz et al., 2020), and ALIKE D (Zhao et al., 2023), learning both feature detection and de-

scription directly from the data; feature matchers such as SuperGlue (Sarlin et al., 2020), and LightGlue (Lin-

denberger et al., 2023), using attention mechanisms to establish correspondences between keypoints; detector-

free approaches, such as LoFTR (Sun et al., 2021), and RoMa (Edstedt et al., 2024), establishing dense corre-

spondence through cross-image attention, bypassing explicit keypoint detection (Xu et al., 2024; Liao et al., 

2024); and more recent works further improving efficiency and robustness, such as XFeat (Potje et al., 2024) 

and ELoFTR (Wang et al., 2024a). These DL approaches have demonstrated good matching accuracy in chal-

lenging cultural heritage scenarios with repetitive patterns, varying lighting conditions, or limited image over-

lap (Morelli et al., 2024a), thereby translating into more robust camera pose estimation and more complete 3D 

reconstructions. 

The second critical component, the generation of a dense 3D point cloud, has constituted a central challenge 

in photogrammetric workflows for many years, with conventional geometric-based approaches (Strecha et al., 

2006; Goesele et al., 2007; Remondino et al., 2008, 2014; Hirschmuller, 2008; Barnes et al., 2009; Furukawa 



 

13 

 

and Ponce, 2010; Jancosek and Pajdla, 2011; Bleyer et al., 2011; Rothermel et al., 2012; Schoenberger et al., 

2016) providing reliable solutions based on handcrafted features and photometric consistency measures. More 

recently, learning-based 3D reconstruction methods based on point-, voxel-, mesh-, or implicit representations 

have shown impressive results (Groueix et al., 2018; Xu et al., 2019; Stathopoulou and Remondino, 2023, 

Wang et al., 2026), even from single images (Richter and Roth, 2018; Kniaz et al., 2019; Bhat et al., 2023). 

Specifically, learning-based algorithms based on CNNs and GANs can infer depth maps from a set of input 

images, in a stereo or multi-view setting, using supervised or unsupervised approaches (Choy et al., 2016; Yao 

et al., 2018; Chen and Zhang, 2019; Yu and Gao, 2020; Wang et al., 2022; Wang et al., 2025b). In contrast to 

conventional methods based on handcrafted photometric consistency measures, they reformulate the problem 

by learning feature representations directly from data, enabling more complex and robust reconstructions. 

However, most of these methods require supervision and ground-truth (GT) models (Stathopoulou and 

Remondino, 2023; Wang et al., 2026), which are often hard to obtain in real-world heritage contexts, leading 

many approaches to rely on synthetic data. To address this limitation, Differentiable Volumetric Rendering 

(DVR) for implicit representations offers a self-supervised approach for training reconstruction models from 

2D images to learn implicit 3D shapes and textures (Liu et al., 2020; Niemeyer et al., 2020). Implicit repre-

sentations model shape and texture continuously and do not, like voxel- and mesh-based representations, suffer 

from discretisation (Park et al., 2019). 

2.1.1 Neural Radiance Fields (NeRF) 

Among implicit representation approaches, Neural Radiance Fields (NeRF) (Mildenhall et al., 2020) recently 

emerged as a particularly influential method. NeRF synthesises novel views of complex scenes by optimising 

an underlying continuous volumetric scene function from a set of oriented input images using a deep, fully 

connected neural network (often referred to as a multilayer perceptron, or MLP) without convolutional layers. 

 

 

Figure 2.2: The basics of NeRF scene representation built upon Mildenhall et al. (2020). 



 

14 

 

A neural radiance field is a simple, fully connected network (weights of a few MB) where the input is a single 

continuous 5D coordinate set, i.e. spatial locations (x,y,z) and viewing directions (ɗ, f), whereas the output is 

the volume density (s) and view-dependent emitted radiance (RGB) in each direction and at each location 

(Figure 2.2; Mildenhall et al., 2020; Mueller et al., 2022). Starting from the recovered camera poses, the 

method synthesises novel views by querying 5D coordinates along camera rays and uses classic volume ren-

dering techniques to project the resulting colour and density values into an image. 

NeRF provides an alternative to traditional photogrammetry for 3D reconstruction and can deliver promising 

results when photogrammetry may fail. Still, in its original iteration, several limitations emerged (Remondino 

et al., 2023): 

¶ The generated neural renderings' resolution (afterwards converted in 3D mesh) can be limited by the 

quality and resolution of the input data, but higher resolution input data leads to higher computational 

costs. 

¶ Generating a neural rendering (and then a 3D mesh) using NeRF can be computationally intensive, 

increasing the requirements in computing power and memory. 

¶ NeRF usually has limited success in reconstructing the 3D shape of non-rigid objects.  

¶ The original NeRF model is optimised on a per-pixel RGB reconstruction loss, often resulting in a noisy 

reconstruction.  

¶ NeRF generally requires a large number of input images with small baselines to generate an accurate 3D 

mesh, especially for scenes with complex geometry or occlusions. This can be a challenge in situations 

where images are difficult to acquire or when computational resources are limited. 

To address the limitations of the original NeRF, researchers have proposed various solutions to improve per-

formance, focusing on resolution, speed, and geometric accuracy (Table 2.2; Remondino et al., 2023; Gao et 

al., 2022; Wang et al., 2026). 

Initial efforts by Tancik et al. (2020) and Sitzmann et al. (2020) proposed positional encoding at different 

frequencies to improve the resolution of neural rendering. These initial efforts were followed by Mip-NeRF 

and Mip-NeRF 360 (Barron et al., 2021, 2022), which present a modified version of NeRF that enables the 

representation of scenes on continuous-valued scales, thereby improving NeRF's accuracy in reconstructing 

fine details by efficiently rendering anti-aliased conical frustums instead of rays. However, the method intro-

duces additional training complexity and computational overhead. Further approaches aimed at improving 

rendering quality address unconstrained illumination conditions by training NeRF models to simulate realistic 

environmental lighting and global illumination. Such approaches include NeRD (Boss et al., 2021), NeRV 

(Srinivasan et al., 2021), and Ref-NeRF (Verbin et al., 2022). NeRF-W (Martin-Brualla et al., 2021) further 

addressed illumination issues and, more generally, appearance variation across images, introducing per-image 

appearance embeddings and transient object modelling into the original NeRF, enabling accurate reconstruc-

tions from unstructured image collections taken from the internet. 

To improve the accuracy of 3D reconstruction in the presence of noise, particularly for smooth, textureless 

surfaces, some studies have incorporated priors into the optimisation process (Oechsle et al., 2021; Guo et al., 

2022). Elsner et al. (2023) presented Adaptive Voronoi NeRFs, a technique that employs Voronoi diagrams 

to partition the scene into cells, which are subsequently subdivided to effectively balance performance and 
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accuracy. Similarly, Kulhanek and Sattler (2023) introduced a new radiance field representation, Tetra-NeRF, 

that leverages 3D geometry priors encoded as a sparse point cloud to capture more detail. 

While these approaches seek to improve geometric accuracy through external constraints, a parallel line of 

research has focused on improving the quality of the extracted meshes. VolSDF (Yariv et al., 2021) and NeuS 

(Wang et al., 2021b) pioneered the employment of Signed Distance Functions (SDFs) to enable geometrically 

accurate surface extraction. Following these two foundational implementations, Geo-NeuS (Fu et al., 2022) 

proposed to combine the SDF representation with sparse SfM point-cloud geometry to constrain SDF optimi-

sation to be consistent with known 3D points, while MonoSDF (Yu et al., 2022) introduced the use of monoc-

ular depth and normal priors to guide the SDF function in textureless regions. Building on NeuS results, NeuS2 

(Wang et al., 2023) focused on improving efficiency without compromising reconstruction quality by intro-

ducing hash grids and tailored optimisation strategies for faster training. Neuralangelo (Li et al., 2023b) fol-

lowed up on Instant-NGP, adopting 3D hash encoding as a neural SDF representation of the underlying 3D 

scene optimised from multi-view image observations via neural surface rendering, while PermutoSDF (Rosu 

and Behnke, 2023) proposed improvements in both efficiency and surface geometric accuracy by replacing 

voxel hash encoding with a permutohedral lattice and using regularisation to recover high-frequency geometric 

detail. UniSDF (Wang et al., 2024c) presented a method to reconstruct both diffuse and reflective surfaces by 

blending camera-view and reflected-view-based colour parameterisation in 3D space using SDF. Finally, Ra-

kotosaona et al. (2024), instead of employing SDF, presented an architecture that efficiently distils volumetric 

representations from NeRF-driven approaches into a Signed Surface Approximation Network, enabling the 

extraction of accurate 3D meshes and appearance while maintaining real-time rendering across various de-

vices. 

Following these quality improvement efforts, various approaches addressed efficiency issues, aiming to speed 

up training and rendering times. To this end, some methods focused on compression to reduce memory con-

sumption. Rebain et al. (2021) proposed DeRF, which spatially decomposes the scene and uses smaller net-

works for each decomposed part, thereby accelerating rendering. Chen et al. (2022) presented TensoRF, mod-

elling radiance fields as a 4D tensor to achieve superior rendering quality with much lower memory usage, 

while Takikawa et al. (2022) presented Variable Bitrate Neural Fields, which introduces a dictionary-based 

method for compressing trainable feature grids, significantly reducing memory consumption. Other ap-

proaches focused on model acceleration. Mueller et al. (2022) presented Instant Neural Graphics Primitives 

(Instant-NGP), introducing multiresolution hash encoding to enable the generation of 3D models in near real 

time, while Sun et al. (2022) proposed DVGO, which uses dense voxel grid optimisation strategies to acceler-

ate training times. Building on these advances, Tancik et al. (2023) introduced Nerfstudio, consolidating mul-

tiple NeRF improvements into a modular and accessible framework, with Nerfacto as its practical default 

implementation. Finally, Reiser et al. (2023) presented Memory-Efficient Radiance Field (MERF), in which 

fast rendering of large-scale scenes is achieved by utilising a sparse feature grid and high-resolution 2D feature 

planes, combined with the NGP hash grid structure during optimisation. 

Many studies also extended NeRF to a dynamic domain (Park et al., 2021; Pumarola et al., 2021; Wu et al., 

2022b; Yan et al., 2023a; Cao and Johnson, 2023), enabling the reconstruction and rendering of images of 

objects while they undergo rigid and non-rigid motions. For example, Yan et al. (2023a) introduced a surface-
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aware dynamic NeRF (NeRF-DS), which improves the representation of specular surfaces and adds an addi-

tional mask-guided deformation field to better handle large deformations and occlusions during object motion. 

In conclusion, to address data scarcity, some works aimed to reduce the number of input images (Jain et al., 

2021; Yu et al., 2021; Niemeyer et al., 2022; Long et al., 2022; Ren et al., 2023). For example, DietNeRF (Jain 

et al., 2021) introduced an auxiliary semantic consistency loss to improve realistic renderings of new positions. 

PixelNeRF (Yu et al., 2021) presented an architecture that conditions NeRF on image inputs using a fully 

convolutional approach, enabling the network to learn a scene prior by training on multiple scenes and per-

forming feed-forward view synthesis even from very few viewpoints. Similarly, RegNeRF (Niemeyer et al., 

2022) introduced a method for sampling unseen views and regularising the appearance and geometry of 

patches generated from these views. SparseNeuS (Long et al., 2022) combined SDF-based representations 

with geometry-encoding volumes to learn generalisable priors from image features, adopting several strategies 

to handle sparse-view inputs. Finally, VolRecon (Ren et al., 2023) introduced a ray transformer to compute 

signed ray distance function (SRDF) values for sampled points along a ray to render colour and depth, lever-

aging projection features aggregated from multi-view inputs and volume features interpolated from a coarse 

global feature volume. 

The quality of NeRF results from a geometric perspective has been addressed in a systematic critical review 

by Remondino et al. (2023), which compares various NeRF-based approaches against conventional photo-

grammetry. This study evaluates performance across a variety of objects and scenes with differing sizes and 

surface characteristics, including well-textured, textureless, metallic, translucent, and transparent materials, 

through quantitative and qualitative analyses, reporting NeRF's promising results in scenarios where conven-

tional approaches usually fail (e.g., textureless or reflective surfaces), with photogrammetry maintaining su-

perior performance on well-textured and static objects. 

2.1.2 Gaussian Splatting 

While NeRF dominated the research landscape until 2023, the communityôs attention abruptly shifted in mid-

2023 toward 3D Gaussian Splatting (3DGS) methodologies, marking a paradigm shift in 3D reconstruction, 

with implicit neural field methods increasingly distancing themselves from the NeRF keyword and focusing 

on applications such as SLAM and dynamic scene reconstruction (Gao et al., 2022). 

3DGS, unlike NeRF, is not an implicit representation based on DL methods but an explicit, rasterisation-based 

approach (Table 2.1; Kerbl et al., 2023). It optimises the positions, orientations, appearances (represented as 

spherical harmonics), and opacity of millions of tiny 3D Gaussians to capture scene geometry and appearance, 

preserving continuous properties through rasterisation-based rendering while avoiding unnecessary computa-

tion in empty spaces. For these reasons, 3DGS is significantly faster than NeRF, enabling scene reconstruction 

in a few minutes (Chen et al., 2024a). 

While Gaussians effectively address the heavy computational workload and hardware constraints associated 

with NeRF, enabling photorealistic, real-time rendering, challenges remain, and many studies have proposed 

solutions to improve rendering and reconstruction quality, efficiency, and handling of large-scale acquisitions 

and sparse inputs (Table 2.2). 
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 3DGS NeRF 

Scene Representation 

Explicit: the scene is modelled as a col-

lection of millions of individual 3D 

Gaussians (ellipsoids) 

Implicit: the scene is modelled as a 

continuous function learned by a neu-

ral network 

Rendering Process 

Rasterisation: the final pixel colour is de-

termined by directly projecting or "splat-

ting" the Gaussians onto the 2D image 

plane 

Volume Rendering: a neural network 

is queried at multiple points along each 

camera ray, with colour and density 

values integrated to render the final 

pixel colour. 

Training Time  
Fast: not really a training, more an opti-

misation of Gaussian parameters 

Slow: very computationally intensive, 

can take hours or even days 

Rendering Speed 
Almost real-time: it could achieve very 

high frame rates (90+ FPS) 

Slow: the original NeRF was very 

slow, taking seconds per frame 

Memory Usage 

High: 3DGS requires a lot of VRAM to 

store all the parameters for millions of 

Gaussians 

Low: trained models are relatively 

small neural networks, which are very 

memory efficient 

Core Technology 
Differentiable Rasterisation & Gradient-

based Optimisation 

Neural Networks & Differentiable 

Volume Rendering 

Table 2.1: Main characteristics and differences between NeRF and 3DGS. 

 

Several studies focused on improving rendering quality by addressing aliasing, reflections, and blurring issues 

(Liang et al., 2024; Yu et al., 2024a; Yan et al., 2024a; Jiang et al., 2024; Yang et al., 2024a; Meng et al., 2024; 

Zhao et al., 2024; Peng et al., 2024; Steiner et al., 2025). Aliasing, arising from the discrete sampling paradigm 

of 3DGS, can lead to blurring or jagged edges at varying resolutions; several methods have been proposed to 

address this issue (Liang et al., 2024; Yu et al., 2024a; Yan et al., 2024; Steiner et al., 2025). Mip-Splatting 

(Yu et al., 2024a) introduces a 3D smoothing filter and replaces standard dilation with a 2D Mip filter, effec-

tively eliminating aliasing artefacts when zooming out and mitigating dilation issues. Analytic-Splatting 

(Liang et al., 2024) addresses aliasing by replacing point sampling with a closed-form solution that analytically 

approximates the 2D Gaussian integral within each pixel window, thereby more accurately capturing each 

pixel's intensity. Additionally, several methods address the reconstruction of reflective surfaces, challenging 

due to the limited ability of spherical harmonics to represent high-frequency information (Jiang et al., 2024; 

Yang et al., 2024a; Meng et al., 2024), and the rendering of blurred images deriving from motion blur or 

defocus during capture (Zhao et al., 2024; Peng et al., 2024). 

In parallel with improvements in rendering quality, many researchers have focused on the underlying scene 

geometry during reconstruction to produce more accurate and complete results. One of the proposed solutions 

is Scaffold-GS (Lu et al., 2024), which introduces anchor points using growing and pruning strategies to dis-

tribute local 3D Gaussians and predict their attributes on-the-fly based on the viewing direction and distance 

within the view frustum, thereby better capturing the underlying scene structure and avoiding the geometric 
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inaccuracies caused by redundant or misplaced Gaussians. GaussianPro (Cheng et al., 2024) addresses poor 

initialisation caused by the poor performance of SfM on textureless surfaces by employing a progressive prop-

agation strategy to guide the densification of 3D Gaussians, and GP-GS (Guo et al., 2025) tackles the same 

initialisation problem by formulating point cloud densification as a regression problem that models the local 

relationship between image pixels and their corresponding 3D geometry and appearance, combining an adap-

tive neighbourhood-based sampling strategy to generate candidate points with GP-predicted uncertainty to 

filter unreliable predictions. 

The Gaussians' unordered structure and poor correspondence to the scene's physical surfaces can hamper the 

quality of meshes extracted from the volumetric representation. To this end, several approaches have been 

proposed to address this issue (Guédon and Lepetit, 2024; Huang et al., 2024c; Yu et al., 2024c; Lyu et al., 

2024; Zhang et al., 2024a; Guédon et al., 2025). SuGaR (Guédon and Lepetit, 2024) enforces alignment be-

tween the 3D Gaussians and the surface geometry, deriving a regularised volume density from the Gaussians 

and minimising the discrepancy between this density and the underlying scene geometry during optimisation, 

thereby enabling the extraction of high-quality meshes. 2DGS (Huang et al., 2024c) instead proposes reducing 

the 3D volume to a set of 2D oriented surfels, rather than 3D ellipsoids, using explicit ray-splat intersection to 

compute depth and normals, thereby providing view-consistent geometry. GOF (Yu et al., 2024c) instead de-

rives a continuous opacity field directly from the 3D Gaussians, leveraging ray-Gaussian intersections to esti-

mate surface normals, and extracts meshes through a tetrahedral marching strategy applied to the resulting 

field. 

Solutions to improve both scene reconstruction optimisation and rendering efficiency are also the subject of 

many studies, proposing pruning and compression strategies, and algorithmic improvements (Fan et al., 2024; 

Lee et al., 2024; Niedermayr et al., 2024; Papantonakis et al., 2024; Mallick et al., 2024; Hoellein et al., 2025; 

Hahlbohm et al., 2026). An approach that uses both pruning and compression strategies is Light Gaussian (Fan 

et al., 2024), which applies a pruning-and-recovery process to reduce the number of Gaussians, and a distilla-

tion-and-vector-quantisation process to reduce memory usage. 3DGS-LM (Hoellein et al., 2025) instead di-

rectly performs algorithmic improvement, aiming to reduce training times by replacing the ADAM optimiser 

(Kingma and Ba, 2014) with a tailored Levenberg-Marquardt optimiser (Moré, 2006), which approximates 

second-order updates to accelerate convergence. 

A great deal of research has also been conducted on dynamic scene reconstruction, either by using an addi-

tional field to model deformation (Yang et al., 2024b; Lin et al., 2024a; Huang et al., 2024b), or by encoding 

scene changes into the 3D Gaussian representation (Luiten et al., 2024; Wu et al., 2024b; Yang et al., 2024c).  

Another notable branch of research has focused on reconstructing scenes from limited viewpoints, either by 

additional geometric constraints for sparse-view reconstruction, or by employing learned priors to enable gen-

eralisation across scenes without per-scene optimisation (Li et al., 2024a; Charatan et al., 2024; Chen et al., 

2024c; Wang et al., 2024b; Chen et al., 2024d; Xu et al., 2025; Zheng et al., 2025; Jena et al., 2025). DNGauss-

ian (Li et al., 2024a) introduces a depth-regularised approach that constrains the geometry of 3D Gaussians 

using a global-local depth normalisation strategy focusing on subtle local depth changes, to address geometry 

degradation in sparse-view inputs. MVSplat (Chen et al., 2024c) instead utilises a cost-volume representation 

to accurately localise Gaussian centres, which, in combination with other predicted Gaussian properties and 

depths, enables the prediction of 3D Gaussians from limited viewpoints without per-scene optimisation. 
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Finally, PixelSplat (Charatan et al., 2024) performs feed-forward reconstruction from image pairs by predict-

ing a dense probability distribution over the 3D scene to guide the placement of Gaussians. 

Finally, further extensions of 3DGS have also been employed for other applications, such as large-scale scene 

reconstruction (Lin et al., 2024b; Kerbl et al., 2024; Liu et al., 2025) and semantic scene understanding (Zhou 

et al., 2024; Qin et al., 2024; Jang and Kim, 2025). 

 

Research 

Direction 
NeRF Solutions 3DGS Solutions 

Foundational 

method 
NeRF (Mildenhall et al., 2020) 3DGS (Kerbl et al., 2023) 

Rendering 

quality 

Tancik et al. (2020); SIREN (Sitzmann et 

al., 2020); Mip-NeRF (Barron et al., 2021); 

NeRD (Boss et al., 2021); NeRV (Sriniva-

san et al., 2021); NeRF-W (Martin-Brualla 

et al., 2021); Mip-NeRF 360 (Barron et al., 

2022); Ref-NeRF (Verbin et al., 2022) 

Mip-Splatting (Yu et al., 2024a); Ana-

lytic-Splatting (Liang et al., 2024); Multi-

Scale 3DGS (Yan et al., 2024a); Gaussi-

anShader (Jiang et al., 2024); Spec-

Gaussian (Yang et al., 2024a); Mirror-

3DGS (Meng et al., 2024); BAD-Gaussi-

ans (Zhao et al., 2024); BAGS (Peng et 

al., 2024); AAA -Gaussians (Steiner et al., 

2025) 

Geometry / 

optimisation 

UNISURF (Oechsle et al., 2021); Guo et al. 

(2022); Adaptive Voronoi NeRF (Elsner et 

al., 2023); Tetra-NeRF (Kulhanek and 

Sattler, 2023) 

Scaffold-GS (Lu et al., 2024); Gaussian-

Pro (Cheng et al., 2024); GP-GS (Guo et 

al., 2025) 

Surface / 

mesh extraction 

VolSDF (Yariv et al., 2021); NeuS (Wang 

et al., 2021b); Geo-NeuS (Fu et al., 2022); 

MonoSDF (Yu et al., 2022); NeuS2 (Wang 

et al., 2023); Neuralangelo (Li et al., 

2023b); PermutoSDF (Rosu and Behnke, 

2023); UniSDF (Wang et al., 2024c); 

NeRFMeshing (Rakotosaona et al., 2024) 

SuGaR (Guédon and Lepetit, 2024); 

2DGS (Huang et al., 2024c); GOF (Yu et 

al., 2024c); 3DGSR (Lyu et al., 2024); 

RaDe-GS (Zhang et al., 2024a); GSDF 

(Yu et al., 2024b); MILo (Guédon et al., 

2025) 

Efficiency / 

compression 

DeRF (Rebain et al., 2021); TensoRF (Chen 

et al., 2022); Variable Bitrate Neural Fields 

(Takikawa et al., 2022); Instant-NGP 

(Mueller et al., 2022); DVGO (Sun et al., 

2022); Nerfacto (Tancik et al., 2023); 

MERF (Reiser et al., 2023) 

LightGaussian (Fan et al., 2024); Com-

pact 3DGS (Lee et al., 2024); Compres-

sed 3DGS (Niedermayr et al., 2024); Pa-

pantonakis et al. (2024); Taming 3DGS 

(Mallick et al., 2024); 3DGS-LM (Hoel-

lein et al., 2025); Faster-GS (Hahlbohm 

et al., 2026) 
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Dynamic 

scenes 

Nerfies (Park et al., 2021); D-NeRF (Puma-

rola et al., 2021); D2NeRF (Wu et al., 

2022b); NeRF-DS (Yan et al., 2023a); Hex-

Plane (Cao and Johnson, 2023) 

Deformable 3DGS (Yang et al., 2024b); 

Gaussian-Flow (Lin et al., 2024a); SC-

GS (Huang et al., 2024b); Dynamic 

3DGS (Luiten et al., 2024); Wu et al. 

(2024b); Yang et al. (2024c) 

Sparse input / 

generalisation 

DietNeRF (Jain et al., 2021); PixelNeRF 

(Yu et al., 2021); RegNeRF (Niemeyer et 

al., 2022); SparseNeuS (Long et al., 2022); 

VolRecon (Ren et al., 2023) 

DNGaussian (Li et al., 2024a); PixelSplat 

(Charatan et al., 2024); MVSplat (Chen 

et al., 2024c); FreeSplat (Wang et al., 

2024b); MVSplat360 (Chen et al., 

2024d); DepthSplat (Xu et al., 2025); 

NexusGS (Zheng et al., 2025); Sparfels 

(Jena et al., 2025) 

Table 2.2: Some of the main research directions and solutions in NeRF and 3DGS. 

2.1.3 NeRF and Gaussian Splatting for Heritage 3D Reconstruction 

Despite extensive technical developments in neural rendering, only a limited number of publications have 

explicitly investigated the systematic application of NeRFs for Cultural Heritage 3D reconstruction. Conse-

quently, the exploration of these methods within the sector remains sparse and largely experimental. 

Following early exploration studies by Condorelli et al. (2021), who compared NeRF with a traditional SfM-

MVS approach for the reconstruction of the Tour Saint-Jacques in Paris, and by Palestini et al. (2022), who 

tested NeRF on multi-scale heritage objects, the debate matured significantly in 2023. At the 29th CIPA Sym-

posium in Florence, several studies systematically compared standard photogrammetric methodologies against 

various NeRF architectures, including Instant-NGP (Mueller et al., 2022) and Nerfacto (Tancik et al., 2023) 

(Balloni et al., 2023; Croce et al., 2023; Murtiyoso et al., 2023). 

All the presented studies reached a convergent conclusion: while NeRF demonstrates promising potential for 

reconstructing surfaces that challenge standard SfM-MVS methods, such as transparent, reflective, and tex-

tureless surfaces, it generally fails to achieve the geometric accuracy and reliability required for metric docu-

mentation. 

My specific contribution (Mazzacca et al., 2023) was presented at the same conference. The study, assessing 

multiple Digital Heritage object reconstructions under challenging conditions, is detailed in Section 3. 

It is important to consider this research within the specific technological timeframe of 2023. Immediately 

following this period, the community's research focus shifted decisively toward more efficient Gaussian Splat-

ting methodologies, effectively closing the chapter on "pure" NeRF applications for 3D Digital Heritage re-

construction. 

The study by Clini et al. (2024) marks this transition by comparing NeRF, Gaussian Splatting, and SfM for 

architectural heritage documentation, confirming early considerations about NeRF that, despite the strong vis-

ualisation potential of neural methods, SfM-MVS remains the most reliable workflow for accurate geometric 

documentation. In 2025, Murtiyoso et al. (2025) tested Gaussian Splatting for the reconstruction of Javanese 

temples to enhance the reusability of archival datasets, while Clini et al. (2025) evaluated the performance of 



 

21 

 

MVS versus Gaussian Splatting on reflective and textureless heritage artefacts, confirming the strong potential 

of GS to deliver smooth, photorealistic renderings through its volumetric, view-dependent representation on 

challenging surfaces. 

While the NeRF ñhype" has subsided since 2023, the future of AI for heritage 3D reconstruction appears to be 

moving toward greater integration of Gaussian Splatting, with emerging approaches exploring new methods 

to untie 3D reconstruction from the strict SfM orientation requirements. 

2.2 3D Data Semantic Segmentation 

In recent years, 3D documentation of cultural heritage through reliable, efficient, and automated procedures 

based on image or range data acquired from ground or UAV platforms (Remondino, 2011; Remondino et al., 

2017; Stathopoulou et al., 2019; Farella et al., 2022) has yielded an ever-growing volume of data that, by itself, 

carries little meaning without further processing. A raw 3D digital model, regardless of its visual fidelity, 

remains an unstructured collection of geometric data that lacks the meaning required for advanced conserva-

tion, valorisation, and structural analysis. In this sense, both acquisition and 3D reconstruction represent only 

the initial stages of processing 3D digital heritage data and require further elaboration to fully express the 

information stored within them. To this end, 3D semantic enrichment, the task of assigning a meaning label to 

each point of the point cloud (Figure 2.3), allows the full exploitation of the data's potential, enabling domain 

experts to derive information for analyses and management. Yet this task has posed significant difficulties for 

years due to varying vocabularies, class definitions, and challenges in translating these definitions into 3D data 

(De Luca, 2013; Maietti et al., 2018), as well as the time and effort required to perform it manually by domain 

experts. In this sense, the integration of ML and DL algorithms is an indispensable tool, enabling the automa-

tion of interpretive routines, significantly accelerating processing times, removing subjectivity, and unlocking 

the information value of heritage datasets at a large scale. 

 

 

 

Figure 2.3: Example of point cloud semantic segmentation of a heritage point cloud, Basilica, Paestum, 

Italy. 
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2.2.1 Point Cloud Semantic Segmentation 

Multiple algorithms have been developed for the semantic segmentation of point clouds (Figure 2.4). In recent 

years, these approaches have evolved significantly, transitioning from traditional ML techniques to advanced 

DL architectures (Zhang et al., 2019; Guo et al., 2020; Yang et al., 2023; Sarker et al., 2024; Betsas et al., 

2025). 

Traditional ML approaches have proven highly effective for challenging semantic segmentation tasks. Support 

Vector Machines (SVM), designed to maximise the margin between training patterns and decision boundaries 

(Boser et al., 1992), have been successfully applied to point cloud segmentation since early works by Secord 

et al. (2007). The Random Forest (RF) algorithm (Breiman, 2001), an ensemble method that aggregates pre-

dictions from multiple decision trees through majority voting, became a widely used solution before the DL 

era (Chehata et al., 2009; Weinmann et al., 2015; Grilli et al., 2017; Teruggi et al., 2020), while other notable 

approaches, such as Maximum Likelihood classifiers based on Gaussian Mixture Models (Lalonde et al., 

2005), cascading binary classifiers (Carlberg et al., 2009), and discriminant classifiers (Khoshelham and Oude 

Elberink, 2012), being also successfully employed for point cloud segmentation. 

However, these approaches are limited by their reliance on handcrafted geometric features (e.g., linearity, 

planarity, scattering), needing lengthy procedures of neighbourhood selection, feature extraction, and feature 

selection before the semantic segmentation procedure (Weinmann et al., 2015), and requiring significant do-

main expertise for feature engineering while at the same time showing limited generalisation capabilities on 

complex 3D scenes. 

In recent years, driven by the abovementioned limitations of traditional ML methods and the rapid improve-

ment in GPU computational capacity, the research community has decisively shifted toward DL architectures. 

Unlike traditional methods, DL models learn optimal feature representations directly from raw data during 

training, thereby eliminating the need for manual feature engineering. 

In that sense, PointNet (Qi et al., 2017a) is a pioneering architecture that proposes an approach to address the 

unstructured nature of point cloud data while preserving permutation invariance. The key element of the ar-

chitecture is the use of a single symmetric max-pooling function, allowing the network to learn a set of opti-

misation functions/criteria that select interesting or informative points in the point cloud and encode the ra-

tionale for their selection. The resulting global descriptor is then concatenated with local point features, 

allowing the final fully connected layers to predict per-point labels by combining global context with local 

geometry. Soon after, PointNet++ (Qi et al., 2017b) introduced significant improvements to the original Point-

Net by introducing a hierarchical processing framework in metric space. The architecture addresses PointNet's 

limitations in recognising fine-grained patterns by partitioning the point cloud into overlapping local regions 

based on metric distances and, within these regions, extracting local features to capture fine geometric struc-

tures. These local features are then recursively grouped into larger units to produce higher-level representa-

tions, progressively aggregating information from local neighbourhoods up to the whole point set. After Point-

Net++, Wang et al. (2019) introduced Dynamic Graph CNN (DGCNN), a graph-based method that utilises the 

EdgeConv operation, constructing a local neighbourhood graph and applying convolution-like operations on 

the edges connecting neighbouring pairs of points, while dynamically updating the graph in feature space after 

each layer of the network to better capture evolving topological relationships. 
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In the same year, KPConv (Thomas et al., 2019) proposed using kernel points to apply convolutional weights 

in Euclidean space to nearby input points. Its capacity to use any number of kernel points distributed across 

continuous space allows the network to learn their optimal positions. This flexibility enables the implementa-

tion of deformable convolutions, where the kernel points actively adapt to the local geometry of the underlying 

surface. 

After the convolutional and graph-based approaches, the research community began exploring the application 

of attention mechanisms to point clouds. Inspired by the successes of transformer architectures in Natural 

Language Processing (NLP), Zhao et al. (2021) introduced Point Transformer (PT), which pioneered the ap-

plication of self-attention to 3D point cloud processing. The architecture applies self-attention locally within 

point neighbourhoods, enabling each point to attend directly to surrounding points and capture long-range 

dependencies more effectively than fixed convolutional kernels, thereby allowing efficient processing of large 

scenes containing millions of points. Shortly after, Wu et al. (2022a) proposed Point Transformer V2 (PTv2), 

which introduced grouped vector attention (GVA), improved position encoding, and adopted a partition-based 

pooling strategy to enhance both accuracy and performance. The most recent iteration of the Transformer 

series, Point Transformer V3 (PTv3; Wu et al., 2024a), prioritise simplicity and efficiency to enable better 

scalability. The architecture shifts from traditional spatial proximity defined by K-Nearest Neighbours (KNN) 

queries to organised and serialised neighbourhoods, replaces complex attention-patch interaction mechanisms 

with a streamlined approach tailored for serialised point clouds, and eliminates reliance on relative positional 

encoding in favour of a sparse convolutional layer for position information. Despite this focus on efficiency, 

Point Transformer V3 achieves state-of-the-art performance on large-scale benchmarks while significantly 

reducing computational requirements (Wu et al., 2024a). 

Finally, in parallel with the PT series, Robert et al. (2023) proposed Superpoint Transformer, combining an 

algorithm for partitioning point clouds into a hierarchical superpoint structure with a self-attention mechanism 

to capture relationships between superpoints across multiple scales. 

 

 

Figure 2.4: Some of the key point cloud segmentation classifiers/architectures timeline. 

2.2.2 Semantic Segmentation of Heritage Point Cloud 

In the heritage field, the evolution of semantic segmentation applications closely followed advances in point 

cloud semantic segmentation, moving from early applications of ML methods in the late 2010s to DL archi-

tectures at the beginning of the 2020s, with 2019/2020 marking the transition between the two. 
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The review paper by Grilli et al. (2017) introduced the topic by comparing different segmentation algorithms, 

including ML ones, and focusing specifically on their application to 3D digital heritage. Grilli et al. (2018) 

pioneered the use of ML for 3D heritage semantic enrichment by testing different ML classifiers to segment 

UV maps and orthoimages on different heritage case studies and visualising the results on the 3D geometry, 

with Random Forest demonstrating the best performance among the decision tree-based ML classifiers for the 

mapping of architectural elements. Grilli et al. (2019a) extended the tests to other heritage datasets, employing 

texture-based semantic segmentation to map decay and degradation. Subsequently, Grilli et al. (2019b) intro-

duced one of the first applications of ML methods specifically tailored for point-wise semantic segmentation 

of heritage point clouds (Figure 2.5). 

 

 

Figure 2.5: 3D semantic segmentation process with the Random Forest algorithm: point cloud (a), fea-

tures extraction (b), manually annotated training data (c), final ML-based semantic segmentation results 

(d) (Grilli et al., 2019b). 

 

Poux and Billen (2019) delved deeper into feature engineering to better characterise point clusters and provide 

strong support for supervised or unsupervised classification, deriving relationships and topology between 

voxel entities to obtain three-dimensional shape-based features from raw X, Y, Z point attributes, generating 

structural connectivity features, and employing a knowledge-based decision tree to perform semantic segmen-

tation while comparing the results with state-of-the-art DL models. Subsequently, Croce et al. (2021) utilised 

the Random Forest algorithm inside a pipeline designed to automate as much as possible the workflow, bridg-

ing point cloud semantic segmentation to Heritage-Building Information Modelling (HBIM). 

Starting from 2019, the community shifted rapidly towards DL-based approaches. Malinverni et al. (2019) 

tested PointNet++ as the backbone for the semantic segmentation of heritage point clouds. Pierdicca et al. 

(2020) developed a DL framework for point cloud segmentation, employing DGCNN (Dynamic Graph Con-

volutional Neural Network) with additional features such as normals and HSV-encoded colour to boost the 

model's accuracy. 

Morbidoni et al. (2020) addressed a recurrent problem in the digital heritage field, the problem of training data 

scarcity, by exploring the use of synthetic data to train DL models for performing Terrestrial Laser Scanning 

(TLS)-acquired point cloud semantic segmentation. A well-known heritage dataset for testing semantic seg-

mentation methodologies is the Architectural Cultural Heritage (ArCH; Matrone et al., 2020a) dataset: it is a 

diverse set of point clouds comprising outdoor and indoor heritage scenes spanning different historical periods 

and styles, and is typically used to evaluate generalisation capabilities (Figure 2.6). 

Matrone et al. (2020b) compared several ML and DL approaches, evaluating each method's trade-offs and 

highlighting the growing potential of recent DL advancements. Matrone et al. (2022; 2023) explored one of 

the most well-known issues in DL approaches: explainability. They proposed a multimodal fusion framework 

to better understand the process of 3D heritage point cloud feature learning. 



 

25 

 

 

 

Figure 2.6: Examples of labelled point clouds of the ArCH dataset (Matrone et al., 2020a). 

 

In 2023, Yang et al. (2023) summarise recent trends in heritage point cloud segmentation (Region Growing, 

Hough Transform, K-means, etc.) and semantic segmentation (both ML and DL) algorithms, confirming the 

potential of DL algorithms but highlighting the limitations stemming from the lack of available training data. 

In recent years, DL has become the dominant paradigm, either by utilising available networks for heritage 

point cloud semantic segmentation (Haznedar et al., 2023), by proposing new DL frameworks for heritage 

point cloud semantic segmentation (Xie et al., 2025; Wang et al., 2025a), or by integrating ML/DL models 

into wider holistic frameworks for processing 3D point clouds in the field of historical constructions for seg-

mentation and analysis of construction systems and damage (Sánchez-Aparicio et al., 2025). 
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2.2.3 Semantic Segmentation of Archaeological LiDAR Data 

While architectural heritage point cloud semantic segmentation (Section 2.2.2) is now an extensively re-

searched field, the use of ML/DL methods for point cloud segmentation of archaeological Light Detection and 

Ranging (LiDAR) data remains an area requiring further investigation. Before moving to the processing of 

archaeological point cloud data, a few considerations regarding the acquisition processes and their purposes 

in the archaeological field are needed to fully understand how semantic segmentation fits in this context. 

LiDAR is a technology that revolutionised the field of archaeology. LiDAR sensors are active remote sensing 

systems that compute distance by measuring the reflection of a laser beam emitted by the sensor, most com-

monly by measuring the time difference between the emitted pulse and the received return signal. They can 

acquire data day and night without relying on sunlight, but they cannot penetrate solid objects, as pulses only 

pass where light can. In the archaeological field, LiDAR usually refers to Airborne Laser Scanning (ALS), in 

which LiDAR sensors are mounted on aircraft or unmanned aerial vehicles (UAVs) to measure distances to 

ground surfaces. To ensure accurate measurements, the sensors are deployed alongside an IMU (Inertial Meas-

urement Unit) recording platform orientation, a GNSS (Global Navigation Satellite System) receiver recording 

absolute scanner position, and a ground-based GNSS base station at a precisely known location. These systems 

enable LiDAR data to be georeferenced to real-world coordinates during acquisition and to generate georef-

erenced point clouds of the surveyed area (Bennett and Cowley, 2025). 

ALS acquisitions are particularly valuable for archaeology, and since the early 2000s, the analysis of topo-

graphic surfaces derived from ALS has significantly impacted archaeological landscape study and documen-

tation, becoming an invaluable information source for archaeologists worldwide (Opitz, 2013; Campana, 2018; 

Johnson and Ouimet, 2018; Vinci et al., 2025). 

2.2.3.1 LiDAR  Application in Archaeology 

Following pioneering archaeological applications in Germany and the United Kingdom (Holden, 2002; Sittler, 

2004; Devereux et al., 2005; Bofinger et al., 2006), the number of archaeological studies utilising LiDAR has 

increased steadily and LiDAR usage has expanded to Europe, North America, Central America, and Southeast 

Asia, with over 200 studies demonstrating the technology's fundamental role in landscape understanding 

(Vinci et al., 2025). LiDAR has proven particularly successful in heavily forested environments, where its 

ability to penetrate the forest canopy enables archaeologists to reveal archaeological landscapes otherwise 

invisible to aerial photography and even field surveys, where limited spatial perspective, reduced ground vis-

ibility, and subtle topographic relief make the detection of archaeological features very challenging. 

Geographically, most archaeological LiDAR studies have been conducted in Europe and the Americas; outside 

these two regions, Southeast Asia stands out as an exception, with extensive surveys in Cambodia. Within this 

global distribution, tropical and subtropical environments yielded the most remarkable results, with numerous 

studies revealing complex urbanised landscapes concealed by dense vegetation. 

In recent years, ALS has revolutionised Maya archaeology in Mesoamerica. Entire archaeological landscapes, 

with complex settlements and imposing structures, have been discovered in the Maya lowland, significantly 

impacting the understanding of Maya settlement patterns and territorial organisation (Chase et al., 2011; Chase 

et al., 2014; Garrison et al., 2019; Estrada-Belli et al., 2023). The landmark study by Canuto et al. (2018), 

analysing LiDAR data covering more than 2,000 km² of lowland Guatemala and identifying more than 60,000 
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archaeological features, exemplifies the magnitude of the technology's impact; an impact further demonstrated 

by subsequent studies revealing new evidence of regional spatial settlement patterns and organisation in Maya 

society (Auld-Thomas et al., 2024; Estrada-Belli et al., 2025). Similarly, in Southeast Asia, LiDAR surveys 

have uncovered previously concealed urban networks beneath dense forest canopy, most notably around the 

Angkor Wat complex in Cambodia (Evans et al., 2013; Evans, 2016; Chevance, 2019; Klassen et al., 2021), 

confirming LiDAR's role as a key technology for archaeology in tropical environments. 

In stark contrast to Central America and Southeast Asia, where standing features ranging from several metres 

to tens of metres in height are not uncommon, European archaeological features exhibit limited vertical relief 

and are mostly embedded in the ground. Consequently, European studies have employed LiDAR mostly to 

analyse topography, where even subtle variations, often associated with anthropogenic activity, can aid in 

detecting and mapping archaeological features. In Europe, the use of LiDAR data in archaeology is unevenly 

distributed, and it is typically correlated with the availability of open data provided by public agencies, with 

Italy (Forlin, 2012; Bernardini et al., 2015; Vinci and Bernardini, 2017), the United Kingdom (Bewley et al., 

2005; Crutchley and Crow, 2018; Cowley et al., 2020), and Spain (Cerrillo Cuenca and Bueno Ram²rez, 2019; 

Menéndez Blanco et al., 2020; Rodríguez González et al., 2021) producing the largest number of studies (Vinci 

et al., 2025). 

While publicly available data has facilitated the widespread adoption of this technology in archaeology, with 

large projects documenting archaeological features at vast scales (Evans and Fletcher, 2015; Cerrillo Cuenca 

and Bueno-Ramírez, 2019; Fontana, 2022), recent high-resolution acquisition campaigns for archaeological 

purposes have enabled higher levels of detail in landscape analysis (Doneus et al., 2020). Specifically, the 

development of full-waveform LiDAR sensors (Doneus et al., 2008) and their recent integration with un-

manned aerial vehicles (UAVs) have enabled the acquisition of high-resolution datasets, reaching point den-

sities of hundreds of points per square metre, significantly increasing the level of detail achievable in archae-

ological analysis (Doneus et al., 2020; Mazzacca et al., 2022; Cirigliano et al., 2025). 

2.2.3.2 Archaeological LiDAR data processing 

In archaeological LiDAR workflows, the extraction of a Digital Terrain Model (DTM) is one of the most 

important procedures, as it serves as the foundation for subsequent analysis of an archaeological landscape. 

By design, a DTM represents the bare-earth surface, free of other objects standing on it, such as buildings, 

vegetation, or cars. However, an archaeological DTM may have requirements that differ from those in this 

specification. For comprehensive detection of archaeological features, a DTM must be free of vegetation, but 

structures, standing walls, roads, channels, earthworks, and other standing archaeological features should sur-

vive filtering and be represented in the final model. This archaeology-specific elevation model has been re-

ferred to as an "archaeological digital elevation model" or, more recently, a "Digital Features Model" (DFM) 

(Figure 2.7; Pingel et al., 2015). This concept has recently gained traction, and several archaeology-specific 

pipelines have been proposed for its generation and use (Ġtular et al., 2021; Doneus et al., 2022c; Cirigliano 

et al., 2025). 

However, DTM/DFM generation is a complex procedure requiring numerous assumptions and decisions, start-

ing from the project planning, where data acquisition parameters (flight height, pulse density, etc.), seasonal 

conditions, terrain slope, and forest characteristics must be considered, to the choice of analytical workflow 
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for processing, where numerous steps along the processing workflow can heavily influence the final output 

(Hyyppä et al., 2005; Doneus et al., 2020). 

 

 

Figure 2.7: Digital Features Model (DFM) visual representation (Ġtular et al., 2021). 

 

For all these reasons, a LiDAR workflow requires great care at each given step, starting from the planning 

phase, where particular attention must be given to vegetation cover, as it influences pulse penetration and, 

therefore, the quality of the resulting DFM. Several studies have examined how different vegetation types 

affect the detectability of archaeological features (Crow et al., 2007; Inomata et al., 2017; Banaszek, 2020), 

though the influence of acquisition date in relation to the vegetative cycle remains largely unexplored, with 

Doneus et al. (2022a) representing, to our knowledge, the only study to examine this temporal aspect in depth. 

Following the planning phase, several processing steps (system calibration, data acquisition, georeferencing, 

flight strip adjustment, and registration) are necessary to generate the final point cloud, each of them influenc-

ing the quality of the outcome (Doneus et al., 2020). However, after point cloud registration, three processing 

stages are particularly critical for archaeological feature detection: point cloud classification/filtering, 

DTM/DFM interpolation, and visualisation. 

Many studies in the past 20 years have focused on the latter, employing different visualisation techniques 

(VTs) such as hillshade, slope, sky view factor, and openness, to improve the visibility of archaeological fea-

tures (Doneus and Kuehteiber, 2013; Kokalj and Hesse, 2017; Kokalj and Somrak, 2019). However, while 

visualisation techniques by themselves have proven extremely helpful for analysing archaeological land-

scapes, the ever-increasing volume of data has exposed the limitations of traditional manual prospection and 

interpretation approaches for large datasets (Bennett et al., 2014). To address this challenge, automated work-

flows combining DTMs/DFMs and a variety of visualisation techniques to automatically detect archaeological 

features have been developed over the years. From pipelines using algorithms such as template-matching, 
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automated feature extraction, and object-based image analysis (OBIA) (Schneider et al., 2015; Meyer et al., 

2019), the field has progressively shifted toward ML algorithms, with the studies of Guyot et al. (2018) and 

NiculiἪŁ (2020), where the Random Forest algorithm is employed to identify burial mounds, exemplifying this 

shift. More recently, however, the rapid advancement of DL neural networks has largely supplanted these 

standard ML approaches. The studies of Trier et al. (2021) and Verschoof-van der Vaart and Lambers (2022) 

use R-CNNs (Regions-based Convolutional Neural Networks) for the automated detection of multiple classes 

of archaeological objects in LiDAR data in Norway and in the Netherlands, while Berganzo-Besga et al. (2021) 

combine multi-scale relief model visualisation with YOLOv3, a DL object detection algorithm, applied to 

LiDAR-derived DTMs and multitemporal Sentinel-2 data, to perform large-scale automatic detection of ar-

chaeological tumuli with high accuracy, demonstrating the potential of this technology in the field. 

While visualisation techniques have been the subject of scholarly attention in the field for many years, archae-

ological-specific interpolation methods for DTM/DFM generation have been considered only briefly in a hand-

ful of studies (Doneus et al., 2020; Ġtular et al., 2023). The lack of archaeological interest in this topic can be 

attributed to two main reasons: first, the notion that visualisation techniques and ground-point filtering are the 

main factors influencing the detectability of archaeological features; second, the reliance of most archaeolog-

ical pipelines for LiDAR data processing on black-box approaches. 

Despite this lack of attention, interpolation is an important factor in DFM generation, significantly impacting 

the visibility of archaeological features, as off-terrain structures such as earthworks and walls are highly sen-

sitive to interpolation artefacts and smoothing. Few studies have compared different interpolators specifically 

for archaeological purposes. Triangulation with linear interpolation (TLI) is considered the most suitable for 

LiDAR dense point clouds in a study by De Boer et al. (2008), due to its limited smoothing effect, while recent 

studies (Fernandez-Diaz et al., 2014; Loziĺ and Ġtular, 2021) advocate Kriging as the better option, especially 

at low point densities. The comprehensive study by Ġtular et al. (2023) delved deeper into the topic, comparing 

six interpolators available from free or low-cost software on four test sites in Europe, all presenting challenging 

conditions such as sharp discontinuities and vegetation on steep slopes, concluding that no interpolator is 

clearly the best on all occasions and that hybrid interpolators can achieve the best results. 

However, before the final stages of interpolation and visualisation can be undertaken, point cloud ground 

filtering/segmentation is needed to separate the DFM points from unwanted data. This step is one of the most 

critical stages in the processing workflow because it directly affects which archaeological features are retained 

in the DFM (Doneus et al., 2020). To this end, many ground filtering algorithms have been developed over 

the years, starting with triangulated irregular networks (TIN; Axelsson, 2000), moving to progressive morpho-

logical filters (PMF; K. Zhang et al., 2003), and culminating in the more recent cloth simulation approaches 

(CSF; W. Zhang et al., 2016). 

Domain experts typically use existing ground filtering algorithms, available in open-source and/or proprietary 

software, refining, in some cases, the results with manual operations. These procedures can be conducted using 

various software packages, both commercial (LAStools, TerraScan) and open-source (PDAL, CloudCom-

pare), with comparative assessments available in the general remote sensing literature (Sithole and Vosselman, 

2004; Meng et al., 2010; StereŒczak et al., 2016) and archaeological-specific reviews (Doneus & Briese, 2011; 

Crutchley and Crow, 2018; Ġtular and Loziĺ, 2020). 
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A recent work by Doneus et al. (2020) addresses ground filtering in challenging Mediterranean environments, 

revealing significant parameter sensitivity across diverse archaeological sites, concluding that filtering in-

volves a fundamental trade-off: aggressive filtering removes vegetation but risks losing archaeological fea-

tures, while conservative filtering preserves structures but retains vegetation noise. This compromise is man-

ageable in deciduous forests with sparse undergrowth, but densely vegetated evergreen environments pose 

greater challenges, particularly when combined with highly variable topography where fixed-parameter ap-

proaches fail. Recognising these context-dependent challenges, Doneus et al. (2022b) developed a spatially 

adaptive filtering pipeline in which expert users test multiple algorithms on sample areas via an accessible 

interface, selecting optimal approaches for each zone, while preserving a human-in-the-loop approach to lev-

erage domain knowledge alongside computational tools. 

Ġtular and Loziĺ (2020) compare available ground filtering algorithms, finding that all filters struggle with 

extreme vegetation conditions and steep slopes, and, surprisingly, that older, established filters often outper-

form newer ones. Another key finding is that while most filters retain fully embedded and, to a lesser extent, 

partially embedded archaeological features, none fully preserve standing structures, as ground filters present 

a fundamental issue; they filter out non-terrain objects by design. Consequently, retaining standing features 

requires considerable manual classification effort, which remains unavoidable. 

To address this fundamental limitation, ML approaches for semantic segmentation, which learn discriminative 

patterns directly from labelled examples, can be trained to retain both ground and archaeological features in 

the final output, avoiding extensive adaptive strategies and parameter tuning, and offering a viable and 

more flexible alternative to traditional filtering, especially in complex, densely forested, and mixed environ-

ments.  

In archaeology, DL has been limited to processing 2D data, either for object detection or image-based semantic 

segmentation (Trier et al., 2021; Berganzo-Besga et al., 2021; Verschoof-van der Vaart and Lambers, 2022). 

Direct application to 3D archaeological point clouds remains rare, with the study of Richards-Rissetto et al. 

(2021) employing the PointConv architecture for archaeological feature detection directly on 3D point clouds 

and performing region-level detection rather than point-level semantic segmentation, standing out, to the best 

of my knowledge, as the first application in the field, and, more recently, Lercari et al. (2025), proposing a 

multilayered segmentation pipeline for ground extraction from archaeological LiDAR data. 

In this very isolated application of DL methods to archaeological LiDAR data, Mazzacca et al. (2022) pro-

posed a multilevel multiresolution approach (MLMR), inspired by the hierarchical segmentation approach 

proposed by Teruggi et al. (2020) to map above-ground structures, ground and vegetation using two binary 

levels of semantic segmentation at increasing resolution, generating archaeological DFMs with mapped struc-

tures (Figure 2.8). 

The same MLMR framework was revised in a more recent study (Cirigliano et al., 2025) by replacing the 

Random Forest classifier with a DL architecture, Point Transformer (Zhao et al., 2021), serving as the new 

backbone for the methodology. 

The last iteration of the MLMR framework, currently presented in a journal article under evaluation, with 

innovations and a broader experimental setup, including qualitative and quantitative results, is detailed in 

Chapter 4. 
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Figure 2.8: Example of archaeological LiDAR point cloud semantic segmentation with mapped archae-

ological above-ground structures (Structure class), Vegetation, and Ground, San Martino ai campi, Italy. 

2.3 2D Semantic Segmentation and 2D/3D Hybrid/Fusion Approaches 

As shown in the previous sections, applying ML/DL models to heritage point-cloud semantic segmentation 

has yielded promising results, providing effective solutions for enriching heritage data with semantics. Despite 

these encouraging achievements, point cloud segmentation remains computationally demanding due to the 

unstructured nature of point cloud data, which lacks inherent structural organisation and complicates the recog-

nition of spatial relationships within the 3D scene (Rai et al., 2023). Moreover, fully 3D approaches can present 

several limitations in specific applications. For instance, in the architectural field, planar-surface semantic 

enrichment is crucial for preservation and conservation, from monitoring heritage monuments to planning 

restoration interventions. Yet the identification of building techniques, architectural elements, and, especially, 

materials and pathologies/degradations relies on surface properties rather than volumetric geometry, rendering 

a fully 3D approach often inadequate in those specific scenarios, and, beyond surface analysis limitations,  

training data scarcity (Yang et al., 2023), particularly severe given the highly specific characteristics of each 

heritage object, remains one of the biggest limitations for 3D heritage semantic segmentation. To overcome 

these limitations, researchers have explored hybrid approaches that integrate 2D and 3D representations, lev-

eraging the complementary capabilities of each domain. This section reviews the evolution of these 2D/3D 

integration methods, from foundational 2D semantic segmentation and projection-based techniques to herit-

age-specific applications and recent foundation model approaches. 

2.3.1 Foundational 2D Semantic Segmentation Methods 

Together with image classification, the task of assigning a single label to an entire image, and object detection, 

the task of producing bounding boxes around each detected instance along with its class label, semantic seg-

mentation of 2D images, the process of assigning semantic labels to each pixel (Figure 2.9), has been a funda-

mental problem in computer vision for decade (Figure 2.10), with applications across medical imaging, robot-

ics, and autonomous systems, among many other fields. 
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Image Classification  Object Detection Semantic Segmentation 

 
 

 

Figure 2.9:  Overview of common 2D computer vision tasks. 

 

From the early approaches employing classical techniques such as thresholding (Otsuôs method, Otsu, 1975) 

and clustering (K-means, Coleman and Andrews, 1979), the research moved to the more recent graph cut 

algorithms (Graph Cut, Boykov and Kolmogorov, 2004) and conditional random fields (CRF, Kraehenbuehl 

and Koltun, 2011). Although effective on simple images, these methods require careful hand-crafted feature 

engineering and struggle with the complexity and variability of real-world scenes. 

While ML algorithms were also explored for 2D image segmentation (Shotton et al., 2008), unlike in 3D point 

cloud segmentation, their reliance on hand-crafted features limited their impact on the field, and DL methods 

rapidly superseded them. 

Convolutional Neural Networks (CNNs) marked the beginning of the deep learning era, enabling automatic 

hierarchical feature learning directly from raw pixels and eliminating the need for manually designed features. 

The AlexNet architecture (Krizhevsky et al., 2012) demonstrated the potential of these approaches by achiev-

ing unprecedented performance in image classification on ImageNet (Deng et al., 2009), the largest such da-

taset at the time with millions of labelled images. This breakthrough proved that deep CNNs could learn com-

plex visual representations through end-to-end training, establishing the foundation for applying DL to 

semantic segmentation. 

Adapting these architectures for pixel-wise tasks (Krizhevsky et al., 2012; Simonyan and Zisserman, 2014; 

Szegedy et al., 2015), Long et al. (2015) introduced Fully Convolutional Networks (FCN) for the pixel-wise 

segmentation of entire images by replacing fully connected layers with convolutions. To adapt FCN for image 

semantic segmentation, FCN combine features across different scales through skip connections that fuse up-

sampled predictions with earlier layers, effectively combining semantic information from deep, coarse layers 

with appearance information from shallow, fine layers. FCN also leverages transfer learning for segmentation, 

using pre-trained weights from image classification datasets (e.g., ImageNet) and fine-tuning them on smaller 

segmentation datasets, enabling effective training with limited labelled samples. 
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Building upon the results of the FCN approach, Ronneberger et al. (2015) introduced the U-Net architecture. 

U-Net extends the encoder-decoder paradigm by introducing a symmetric architecture in which high-resolu-

tion feature maps from the contracting path are directly concatenated with upsampled outputs through skip 

connections, enabling the network to combine spatial precision with contextual depth. Additionally, an over-

lap-tile strategy enables the architecture to handle arbitrarily large images without loss of resolution. 

Following the era of encoder-decoder models like U-Net, Mask R-CNN (He et al., 2017) marked a significant 

step forward by addressing the more complex task of instance segmentation. Building on the earlier Faster R-

CNN architecture (Ren et al., 2015), designed for object detection, Mask R-CNN combines object detection 

and semantic segmentation into a single framework. To perform instance segmentation, the architecture uses 

three output branches simultaneously: the first predicts bounding box coordinates, the second predicts a class 

label, and the third generates a binary mask for pixel-level object segmentation. The model is trained jointly, 

combining losses across all three outputs to ensure consistency between object detection and segmentation. 

Convolutional models also introduced the Atrous convolution, enabling explicit control over the resolution at 

which feature responses are computed within CNNs. This mechanism enlarges the field of view of filters to 

incorporate a larger context without increasing computational cost, effectively allowing the network to capture 

objects and image context at multiple scales. In this branch, the DeepLab family of models, developed by 

Chen et al. (2017), is the most popular for image segmentation, as it robustly segments objects at multiple 

scales and enables segmentation of large datasets due to its efficient design. 

Recently, the success of transformers in Natural Language Processing (NLP) has inspired the application of 

attention mechanisms in computer vision. From early applications (Chen et al., 2016), where attention is used 

to softly weight multi-scale features at each pixel location, or, in contrast, to capture features not associated 

with a target class, as proposed in the Reverse Attention Network (RAN; Huang et al., 2017), to its employ-

ment in capturing rich contextual dependencies CCNet (Huang et al., 2019), finally, this experimental era 

evolved into the full implementation of transformers for image segmentation. 

SETR (Zheng et al., 2021) utilises a pure transformer to encode images as sequences of patches, modelling 

global context in every layer. Followed by SegFormer (Xie et al., 2021), combining a hierarchical transformer 

encoder with a lightweight MLP decoder for efficiency. Most recently, Mask2Former (Cheng et al., 2022) 

achieved state-of-the-art results in panoptic, instance, and semantic segmentation by using masked attention 

to extract localised features, constraining cross-attention to predicted mask regions. 

 

 

Figure 2.10: Some of the key 2D semantic segmentation methods, from classical approaches to trans-

former-based architectures. 
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2.3.2 2D/3D Projection-Based Methods 

The review of 2D semantic segmentation models conducted in the previous sub-section is relevant to this 

thesis because these methods can be leveraged to enrich the semantics of 3D heritage data, either through 

reprojection or hybrid fusion. Several reasons justify the use of 2D data for 3D semantic enrichment: (1) 2D 

data requires significantly reduced computational resources for training DL networks, as representing 3D data 

at image-comparable representation size currently leads to the need of subsampling procedures, therefore re-

ducing the level of detail available for training; (2) the vast body of research in computer vision has produced 

highly effective image-based DL architectures, demonstrating remarkable performance in recognising patterns 

and details on planar surfaces; (3) massive image databases such as ImageNet enable the use of pre-trained 

DL architectures, facilitating transfer learning for image-based approaches. 

One of the first applications of 2D/3D hybrid/fusion approaches is seen in Su et al. (2015), where a method 

for aggregating information from multiple 2D-rendered views of 3D shapes using a unified CNN is presented. 

The methodology leverages rendered 2D views to generate descriptors that can be directly used to compare 

3D shapes, allowing the model to learn to weight the most informative views rather than averaging them, 

effectively ignoring uninformative viewpoints. Soon after, SnapNet (Boulch et al., 2018) took a similar ap-

proach, generating RGB and depth composite 2D views of the 3D scene from the mesh and point attributes 

from various camera positions, performing semantic segmentation with an image segmentation CNN, fusing 

the results of both image types, and finally back-projecting the predictions onto the point cloud. 

Building on these projection-based foundations, subsequent research explored more systematic fusion strate-

gies to better integrate 2D and 3D information, categorised into early and late fusion paradigms. 

Early fusion methods render 3D information as 2D images with an additional depth channel (RGBD), which 

can then be processed with standard 2D image-based semantic segmentation approaches (Cui et al., 2021). 

Notable examples of this approach include ShapeConv (Cao et al., 2021), which decomposes depth features 

into shape and base components, learning to weight their combination independently, and FPS-Net (Xiao et 

al., 2021), an encoder-decoder architecture that learns modality-specific features before mapping them into a 

shared feature space for pixel-level fusion. More recently, transformer-based approaches such as DFormer 

(Yin et al., 2024) have further advanced RGBD fusion through unified multimodal encoders. However, these 

2D methods often lose some 3D geometric context and struggle with per-point label prediction. 

Unlike early fusion, late fusion combines the outputs of independently trained networks by averaging their 

predictions and can be used to combine the outputs of a point-based semantic segmentation architecture with 

those of a purely image-based network (Zhang et al., 2021). In this context, Yue et al. (2025) use virtual 

cameras within point clouds to capture images, perform 2D semantic segmentation, and fuse the results with 

point-based segmentation for improved accuracy. The advantage here is that each modality can be trained 

separately, leveraging numerous available benchmarks. However, the averaging of the results is typically 

suboptimal and does not account for the quality of the geometric/texture signature at a given location. 

Beyond early and late fusion, hybrid solutions that combine the strengths of both approaches are also available 

(Zhang et al., 2021). These typically involve intermediate fusion blocks that enable the parallelisation of dif-

ferent networks and merge them at strategic points. Despite their promising results in general computer vision 

applications, the application of these mixed 2D/3D approaches to cultural heritage remains largely unexplored. 
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2.3.3 2D/3D Methods and MLLMs applications for 3D Heritage Semantic Enrichment 

As mentioned in the previous section, the connection between the 2D and 3D worlds opens the possibility to 

leverage the most recent advancements in Computer Vision to address the specific tasks that limit the applica-

bility of purely 3D semantic segmentation methods to 3D Digital Heritage. In that sense, 2D semantic seg-

mentation models and more recent MLLMs can address some of these limitations, such as surface segmenta-

tion, training data scarcity, and unique-class segmentation, thereby improving result accuracy and 

generalisation capabilities. However, the integration of 2D and 3D methodologies for heritage semantic en-

richment remains a relatively niche area, with three main approaches explored in the literature. 

The first focuses on the direct semantic segmentation of textured 3D meshes, generating UV maps from the 

textured 3D model, training segmentation algorithms to identify semantic classes within the texture space and 

then mapping back the segmented texture onto the 3D meshes (Grilli et al., 2018; Grilli and Remondino, 

2019a). The second one employs DL techniques on high-resolution images obtained from photogrammetric 

surveys, accurately reprojecting inferences onto the corresponding 3D point clouds by leveraging known cam-

era orientations (Bassier et al., 2024). This approach is further detailed in Section 5.1 of this thesis, where it is 

presented as part of the original contributions of this PhD research. 

The last and more recent one renders point clouds into images while preserving point indices, using image 

segmentation techniques for initial segmentation, before mapping the results back onto the point cloud and 

refining them with a K-nearest-neighbours (kNN) algorithm, as proposed by the Mask2Former-KNN 3D Net-

work (MK3DNet) (Xie et al., 2025).  

2.4 Visual Language Models (VLMs) and Multimodal Large Language 

Models (MLLMs) for Semantic Enrichment 

Despite advancements in modern DL image segmentation and hybrid/fusion methods, these methods retain 

significant limitations that hamper performance and usability: they are restricted to fixed classes and require 

retraining to segment unseen categories. This is particularly problematic in the heritage field, where objects 

and classes are often unique, change from case/project to case/project, and are tied to domain-specific vocab-

ularies and definitions (Maietti et al., 2018). 

 

To address this limitation, a pivotal contribution comes from the development of Visual Language Models 

(VLMs) and Multimodal Large Language models (MLLMs; Figure 2.11). Before reaching the latest develop-

ments, a first step in this direction has been made by Contrastive Language-Image Pre-training (CLIP) (Rad-

ford et al., 2021), a model trained on 400 million image-text pairs that learns visual representations from 

natural-language supervision, enabling zero-shot classification of arbitrary objects. However, CLIP is limited 

to image-level classification within predefined text categories provided at inference time. To address this lim-

itation, Grounding DINO (Liu et al., 2024), a model that couples a Transformer-based detector (DINO) with 

grounded pre-training, extended these capabilities to open-vocabulary object detection, enabling the localisa-

tion of arbitrary objects from free-form text inputs without predefined object categories. 
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Extending these detection capabilities to pixel-level segmentation, the Segment Anything Model (SAM; Ki-

rillov et al., 2023) introduced a promptable segmentation model trained on a large-scale dataset of 11 million 

images and over 1 billion annotated masks, in which points, boxes, or text inputs guide mask generation, 

enabling class-agnostic segmentation across arbitrary domains without task-specific training. These individual 

contributions are part of the broader paradigm of Vision-Language Models (VLMs) (Hu et al., 2023), unified 

frameworks trained on images alongside language to simultaneously understand relationships between the two 

modalities, enabling a wider range of visual tasks beyond classification or detection. Most notable VLMs 

include Florence (Yuan et al., 2021), a computer vision foundation model aiming at performing a wide array 

of language-visual tasks, and BLIP-2 (Li et al., 2023a), which uses frozen image encoders and frozen large 

language models for the pre-training of a Querying Transformer, enabling efficient vision-language pre-train-

ing without updating the large pretrained components. 

More recently, the rise of Multimodal Large Language Models (MLLMs) has enabled more complex image-

scene understanding tasks using natural language inputs. Unlike VLMs, which primarily learn image-text cor-

respondences, MLLMs integrate large language models with vision encoders, enabling complex visual rea-

soning at image, object, and pixel levels simultaneously. Bridging the gap between VLMs and MLLMs, In-

structBLIP (Dai et al., 2023) builds on BLIP-2 by introducing an instruction-tuning framework via a unified 

natural-language interface. 

Among the most notable MLLM representatives are: LLaVA (Liu et al., 2023) and its subsequent evolutions 

(Yan et al., 2024b; Li et al., 2024b), consisting in an end-to-end trained MLLM connecting a vision encoder 

and an LLM for visual and language understanding; Qwen-VL (Bai et al., 2023), a versatile VLM supporting 

visual understanding, localisation, and text reading through a multi-stage training approach; VITRON (Fei et 

al., 2024), a unified pixel-level vision LLM enabling simultaneous image understanding, generation and seg-

mentation; and Sa2VA (Yuan et al., 2025), combining SAM-2 (Ravi et al., 2024) with MLLMs, unifying text, 

image, and video into a shared LLM token space to perform a wide range of image and video tasks. 

One of MLLMs' available tasks is Referring Image Segmentation (RIS), a process that enables users to de-

scribe the target object for segmentation through descriptive textual inputs ("prompts"), resulting in pixel-wise 

segmentation of the target object. This is a highly desirable feature in the cultural heritage field because it 

leverages experts' core knowledge to generate precise prompts that yield meaningful segmentations, address-

ing the challenges of training data scarcity and limited generalisability across heritage contexts. 

 

 

Figure 2.11: Some of the key Vision-Language Models (VLMs) and Multimodal Large Language Models 

(MLLMs) for image understanding and segmentation. 
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2.4.1 MLLMs applications for 3D Heritage Semantic Enrichment 

The use of VLM/MLLM models for semantic enrichment in 3D digital heritage remains extremely limited. 

Despite foundation models' ability to generalise across a massive number of objects, heritage assets remain 

challenging target classes due to their unique characteristics. The first attempts to use foundation models in 

3D Heritage were made by Réby et al. (2023), combining SAM (Kirillov et al., 2023), Grounding DINO (Liu 

et al., 2024), and CLIP (Radford et al., 2021) to perform low-level characterisation of building objects, fol-

lowed soon after by Galanakis et al. (2024), who explored SAM's capabilities for detailed structural analysis 

and segmentation at the individual stone level. Despite these promising initial exploratory studies, the appli-

cation of foundation models and MLLMs to heritage 3D semantic enrichment through 2D/3D integration re-

mains largely unexplored, and the potential of unified vision-language models for this task has not yet been 

fully investigated. The studies outlined in Chapter 6 (Mazzacca et al., 2025; Murtiyoso et al., 2025), therefore, 

represent some of the earliest approaches to the use of VLMs/MLLMs for 3D heritage semantic enrichment. 
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3. AI FOR 3D DIGITAL HERITAGE GENERATION 

 

Figure 3.1: Research outline with the chapterôs addressed topic highlighted in red. 

 

This chapter presents the assessment and evaluation of NeRF-based methodologies for heritage 3D reconstruc-

tion, aiming at addressing the first research question (RQ1): 

¶ Can NeRF-based reconstruction methods produce geometrically accurate and complete 3D models of 

heritage objects in conditions where conventional photogrammetry is known to underperform, and do 

they represent a viable complementary tool for heritage 3D documentation?  

The chapter first introduces the gaps and motivations that led to experimentation with NeRF in the 3D heritage 

field (Section 3.1), then introduces the metrics (Section 3.2) and the two main contributions conducted during 

the first year of the PhD to evaluate NeRF performance (Sections 3.3 and 3.4). Finally, the chapter concludes 

with final remarks and future research directions in Section 3.5, considering that NeRF (evaluated in 2023) 

have been gradually abandoned in favour of Gaussian Splatting methods (Section 2.1). 

3.1 Gaps, Aims, and Motivations 

As introduced in Chapter 2, traditional photogrammetry is a widely recognised and extensively employed 

method for heritage documentation, capable of producing dense, geometrically accurate 3D point clouds from 

images acquired at multiple viewpoints. It handles a wide range of scene typologies, from indoor to outdoor 

environments, and benefits from a proven track record across numerous projects, supported by a broad eco-

system of commercial and open-source tools (Remondino and El-Hakim, 2006; Remondino et al., 2013). De-

spite this established maturity, photogrammetry exhibits well-documented limitations in the 3D measurement 

of non-cooperative surfaces, stemming primarily from its dependence on robust texture for feature detection 

and matching. Such surfaces are common in cultural heritage contexts, where objects frequently present chal-

lenging optical properties. Moreover, traditional photogrammetry faces several challenges in some heritage-
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specific scenarios, where the use of multiple sensors and varied settings can degrade performance (Wu et al., 

2018; Ahmadabadian et al., 2019; Karami et al., 2022). Specifically, four recurrent challenges affect photo-

grammetric 3D reconstruction of heritage objects: 

¶ Specular and highly reflective surfaces: reflective surfaces cause inconsistent feature appearance across 

images, leading to incomplete or noisy reconstructions. 

¶ Weakly textured or uniformly coloured surfaces: surfaces such as painted plaster, marble, or limestone 

impede reliable feature matching, resulting in geometric gaps. 

¶ Transparent objects: transparent glazed or crystal artefacts introduce refraction-induced texture distor-

tions and mirror-like reflections that confound standard stereo matching. 

¶ Crowdsourced and touristic image datasets: a large number of touristic photographs, particularly im-

portant in the case of lost heritage, pose additional difficulties due to heterogeneous acquisition conditions, 

varying sensor characteristics, and unconstrained viewpoint distributions. 

In recent years, Neural Radiance Fields (NeRF) emerged as a promising reconstruction method, although 

quickly superseded by 3D Gaussian Splatting (3DGS). As detailed in Section 2.2.1, NeRF synthesises novel 

views of complex scenes by optimising a continuous volumetric scene function from a set of oriented input 

images (Figure 3.2; Mildenhall et al., 2020; Mueller et al., 2022), implicitly encoding scene radiance and 

volumetric density within a neural network, using a Multilayer Perceptron (MLP), rather than relying on ex-

plicit feature correspondence. Nevertheless, comparative evaluations of NeRF against conventional photo-

grammetric pipelines in heritage-specific scenarios were scarce, and a rigorous, quantitative assessment of its 

strengths and limitations in this domain was lacking at the time of this research. 

During the first year of the PhD, to address the first research question, two interconnected contributions (Maz-

zacca et al., 2023; Yan et al., 2023b) were conducted, aiming at achieving two interconnected objectives: 

¶ NeRF-based heritage 3D reconstruction assessment: an in-depth analysis of different NeRF frame-

works for the reconstruction of heritage objects under the four challenging surface conditions identified 

above, against conventional photogrammetric pipelines, was conducted through quantitative and qualita-

tive analyses. 

¶ Heritage assets introduction to a benchmark for NeRF-based 3D reconstruction: heritage assets cov-

ering the challenging surface conditions identified above were added to the NeRFBK benchmark dataset, 

a holistic evaluation framework encompassing industrial, transparent/reflective, aerial, and heritage re-

construction scenarios to enable rigorous and reproducible evaluation of NeRF heritage reconstruction. 

 

a)  b)  c)  

Figure 3.2: Set of oriented images (a), recovered camera poses and sparse point cloud (b), rendered 3D 

view from the NeRF representation (c; Mazzacca et al., 2023). 
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3.2 Evaluation metrics 

For the evaluation, some metrics representing surface deviations, commonly used in the 3D reconstruction 

field, are used throughout the chapter (Remondino et al., 2023): 
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where N is the number of observed vertices, Pj denotes the closest distance of each vertex to the corresponding 

reference vertex, and Pe denotes the average observed distance. Additionally, signed distances between the 

reconstructed meshes and the GT were computed to capture systematic bias alongside overall error magnitude. 

Accuracy and completeness (Knapitsch et al., 2017; Nocerino et al., 2020), sometimes also referred to as 

precision and recall, are also used. The accuracy measures the percentage of overlap between the reconstructed 

results and the GT, while the completeness reflects the percentage of GT  points that have been reconstructed. 

A threshold distance, decided based on data density and noise levels, is used to calculate the fraction of points 

falling within the accepted range: 
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where DisT denotes the point distance from the source mesh to the corresponding point in the GT, DisS rep-

resents the opposite, S and T are the total number of points in the source mesh and GT, respectively, and Th is 

the threshold distance. 

3.3 NeRF for Heritage 3D Reconstruction 

In Mazzacca et al. (2023), several NeRF methodologies are tested in challenging heritage scenarios to assess 

their suitability for various heritage applications, including documentation, visualisation, and communication. 

Multiple NeRF reconstruction methods are tested using three frameworks: SDFStudio (Yu et al., 2022), Nerf-

studio (Tancik et al., 2023), and NVlabs (Table 3.1). All three frameworks contain consolidated neural implicit 

surface reconstruction approaches. In particular, the following methods are tested: Instant-NGP (Mueller et 
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al., 2022), Nerfacto (Tancik et al., 2023), MonoSDF (Yu et al., 2022), TensoRF (Chen et al., 2022), VolSDF 

(Yariv et al., 2021), NeuS (Wang et al., 2021b), UniSurf (Oechsle et al., 2021), Mip-NeRF (Barron et al., 

2021), and several variants including NeuS-Facto, Mono-NeuS, and Mono-UniSurf. 

 

Framework Methods 

SDFstudio 
Neus-Facto, MonoSDF, VolSDF, Mono-Neus, Neus, Mono-Unisurf, Unisurf, 

Mip-NeRF 

NeRFStudio Nerfacto, Tensorf 

NVlabs Instant-NGP 

Table 3.1: Summary of the tested frameworks and methods. 

 

The performance of these methods was evaluated, among others (Remondino et al., 2023), on the Ignatius 

dataset (Knapitsch et al., 2017), which contains 265 sequential images extracted from a video at 1920×1080 

px resolution. The comparison results against the GT data are reported in Figure 3.3. Instant-NGP and Nerfacto 

achieved the best outcomes, with mean errors of approximately 1 cm and 1.5 cm, respectively, outperforming 

all other tested methods. 

 

(a)  (b)  

(c)  

Figure 3.3: Sample image from the Ignatius dataset (a), recovered camera network (b) and comparison 

of NeRF-based methods using various criteria: RMSE, STD and MAE [cm] (Mazzacca et al., 2023). 

 

The two best-performing methods are briefly described hereafter: 

¶ Instant-NGP (Mueller et al., 2022): uses multi-resolution hash encoding to reconstruct implicit surfaces. 

It is a practical, efficient learning-based approach that automatically identifies relevant details, built on 
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the Tiny-CUDA-nn framework for training and querying neural networks, achieving high-quality results 

while maintaining fast computation times. 

¶ Nerfacto (Tancik et al., 2023): combines different NeRF components to balance speed and quality while 

remaining flexible to modifications. It is influenced by Mip-NeRF 360 (Barron et al., 2022) and 

incorporates optimisations from NeRF-- (Wang et al., 2021c), NeRF-W (Martin-Brualla et al., 2021), Ref-

NeRF (Verbin et al., 2022), and Instant-NGP (Mueller et al., 2022). 

¶ Based on these results, Instant-NGP and Nerfacto were selected to conduct experiments on heritage 

datasets with different surface characteristics. Two datasets with available GT data were used for 

quantitative analyses, while the remaining datasets, representing the four challenging conditions identified 

in the introduction (textureless/uniform surfaces, reflective and transparent surfaces, and unconstrained 

touristic images of lost heritage), were evaluated through qualitative comparisons and analyses of 

accuracy and completeness. For each dataset, the required camera poses were derived using COLMAP or 

Agisoft Metashape. After training and rendering, point clouds were generated and exported for analysis 

and visualisation. All experiments were performed on an Alienware Aurora R12 with an 11th Gen Intel 

Core i7-11700KF processor at 3.60 GHz, 32 GB of RAM, and an NVIDIA GeForce RTX 3080 (10 GB 

of VRAM). 

3.3.1 Quantitative and qualitative analyses on diverse datasets 

3.3.1.1 Quantitative analysis 

Dataset 1 - Mausoleum 

The first dataset consists of a smartphone video sequence (960×540 px) recorded around a Mausoleum in 

Trento, Italy (Figure 3.4). The monument has a diameter of approximately 25 m and a height of approximately 

15 m (excluding the basement). The acquisition was performed below the main basement, approximately 10 

m from the object, resulting in occlusions in the upper parts of the structure. Around 200 frames were extracted 

to generate 3D reconstructions with MVS (COLMAP) and NeRF (Instant-NGP). The geometric comparison 

against the available Terrestrial Laser Scanner (TLS) GT revealed a standard deviation of approximately 7.4 

cm for photogrammetric reconstruction and approximately 15 cm for NeRF (Figure 3.5, Table 3.2), indicating 

a clear edge for photogrammetry in terms of geometric accuracy for this dataset. 

 

a)  b)  

Figure 3.4: The smartphone-based Mausoleum (Doss Trento) dataset (Mazzacca et al., 2023): some of 

the used images (a), derived camera network (b). 
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a)  b)  

c)  d)  

Figure 3.5: Doss Trento dataset results (Mazzacca et al., 2023): InstantNGP NeRF 3D result (a) and 

TLS GT data (b). Geometric comparison of the photogrammetric (c) and NeRF (f) 3D results (d) with 

respect to the TLS GT data (scalar field unit in meters). 

 

Dataset 2 - Arches 

The second dataset was used to further investigate the comparison under different acquisition conditions and 

to compare Nerfacto with Instant-NGP. The dataset consists of a smartphone video (3840×2160 px) of the 

remains of two arches at the archaeological site of Pafos, Cyprus. Approximately 180 frames, centred on a 

corner of the structure and acquired at a distance of roughly 10 m with a parallel camera aligned with the 

archaeological remains, were extracted for NeRF (Nerfacto) and MVS 3D reconstruction. The reference GT 

was provided by a photogrammetric dense point cloud derived from images acquired with a Nikon D3X 

(6048×4032 px). 

 

 

The geometric comparison (Figure 3.6, Table 3.2) indicates similar standard deviations for both methods (less 

than 5 cm), suggesting comparable geometric accuracy between the two approaches, although the Nerfacto 

output shows significantly more noise and surface detail loss. The Pafos dataset was also used to calculate 

accuracy and completeness, relative to the photogrammetric Nikon 3D model. As shown in Figure 3.6, the 

 Photogrammetric model NeRF model 

 Mean Std Time Mean Std Time 

Doss 3.4 7.4 ca 63 min 5.7 15 ca 30 sec 

Pafos 0.6 4.8 ca 26 min -0.1 4.7 ca 3 min 

Table 3.2: Quantitative analyses [cm] for the Doss (Figure 3.5) and Pafos (Figure 3.6) datasets and 

processing time (3000 epochs for the NeRF approaches). 
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video-based photogrammetric reconstruction achieved higher accuracy, whereas the NeRF 3D model achieved 

higher completeness, a trade-off further confirmed by the qualitative comparisons in the next sections. 

 

a)  b)  

c)  d)  

e)   

g)  

f)  

Figure 3.6: Some frames extracted from the video of the monument in Pafos (a), recovered camera 

network (b), 3D view of the Nerfacto (c) and photogrammetric (d) reconstruction from the extracted 

frames. Geometric comparison of NeRF (e) and MVS (f) with respect to GT (scalar field unit in meters). 

Accuracy and completeness analysis (g) (Mazzacca et al., 2023). 

3.3.1.2 Textureless surfaces 

After the quantitative evaluation, a dataset of 20 high-resolution images (6048×4032 px) acquired with a Nikon 

D3X, representing several building façades in Trento's Piazza Duomo, Italy, was used for testing NeRF per-

formance on textureless surfaces. The images were captured at ground level, at varying distances from the 

building façades, which are evenly painted in plaster. MVS processing was performed in Metashape, while 

NeRF 3D reconstruction was performed in Nerfacto (Figure 3.7). 
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a)               b)   

c)  d)  

Figure 3.7: Piazza Duomo dataset with the recovered camera network (a), the 3D view of the Nerfacto 

result (c). An orthographic view of the photogrammetric (d) and NeRF (e) point clouds (Mazzacca et al., 

2023). 

 

As no GT data was available, a completeness analysis was computed using a planar-based adaptation of 

the approach proposed by Knapitsch et al. (2017), where both point clouds are projected onto a reference 

plane fitted to the photogrammetric point cloud, and completeness was evaluated as the ratio of the re-

constructed fa­ade area within a series of distance thresholds Ű, rather than as a point-based metric. 

From a visual inspection (Figure 3.7), the 3D result generated with NeRF appears more complete, with 

higher density and more consistent point distribution in the challenging areas. This is further confirmed 

by the completeness metric, which shows that NeRF outperforms photogrammetric reconstruction by 10 

percentage points at a 1 cm distance threshold (Figure 3.8). 

 

  

Figure 3.8: Completeness metrics on the building façades (photogrammetry in blue, NeRF in orange). 
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3.3.1.3 Reflective and transparent surfaces 

For testing NeRF capabilities on reflective and transparent surfaces, a dataset of approximately 60 high-reso-

lution images (6048×4032 px) captured with a Nikon D750 at the MAG museum in Riva del Garda, Italy, was 

used. The object (Figure 3.9), a small bronze statue featuring reflective surfaces and a transparent base, was 

acquired by rotating the object and capturing images from both parallel and oblique viewpoints. 

 

a)  b)  

Figure 3.9: Camera network (a) and close-up of the 3D object (b) (Mazzacca et al., 2023). 

 

Figure 3.10 shows the 3D results of conventional MVS in Metashape, Nerfacto in Nerfstudio, and Instant-

NGP in NVlabs. The bronze surface was accurately reconstructed by MVS and Nerfacto, but not by Instant-

NGP. However, both NeRF point clouds exhibit considerable noise along the object boundaries, which could 

be attributable to the limited number of images acquired at oblique viewpoints, and a denser acquisition would 

likely improve the results. Noticeably, Nerfacto outperformed both alternatives in reconstructing the transpar-

ent pedestal and back support, highlighting the potential of certain NeRF methods for reconstructing transpar-

ent surfaces. Regarding computational time, MVS required approximately 8 min, Nerfacto approximately 3 

min, and Instant-NGP approximately 40 sec (3000 epochs). 

 

a)  b)  c)  d)  e)  f)  

Figure 3.10: Photogrammetric MVS (a-b), Nerfacto (c-d) and Instant-NGP (e-f) point clouds of the 

bronze statue with a transparent basement and support (Mazzacca et al., 2023). 
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3.3.1.4 Unconstrained touristic images (Photo-tourism) 

Photogrammetry has often been used to reconstruct lost heritage objects and monuments from touristic or 

archival photographs (Gruen et al., 2004). In this study, NeRF methods were tested on a set of approximately 

30 unordered touristic images from the REKREI online repository (Vincent et al., 2015; 2016), focused on the 

Temple of Baalshamin in Palmyra, Syria, tragically destroyed in 2015. 

The dataset contains images of varying resolutions and distances, mostly focusing on the temple's frontal part. 

COLMAP was applied as the conventional MVS approach, while the Photo-tourism implementation in Nerf-

studio of NeRF-W (Martin-Brualla et al., 2021), developed to handle unconstrained image collections acquired 

in uncontrolled conditions with different camera models, was used for the NeRF reconstruction. COLMAP 

processing took approximately 30 min, whereas the NeRF approach required approximately 2 min. Due to the 

limited number of images from the sides and back, both approaches failed to reconstruct those parts of the 

monument. As shown in Figure 3.11, the COLMAP dense point cloud exhibits lower density and completeness 

in several areas compared to the NeRF results, notably at the columns' bases and in the inner part of the façade, 

possibly due to large baselines, inconsistent acquisition conditions, and shadows cast by the front columns 

onto the inner façade. Despite promising completeness results, the NeRF point cloud appears noisier than the 

COLMAP output. 

 

a)  

c)  b)  

d)  e)  

Figure 3.11: Some of the REKREI images utilised for the 3D reconstruction of the Palmyra temple (a) 

and the recovered camera network (b). NeRF-W 3D view (c) and visual comparison of the photogram-

metric (b) and NeRF (c) 3D results (Mazzacca et al., 2023). 
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3.3.2 NeRF for 3D Heritage Discussions and Conclusion 

Before discussing the results and performing an overall assessment of the efficacy of NeRF methods in herit-

age 3D reconstruction, however, it should be noted that the NeRF output consists of rendering novel 2D views 

rather than the 3D geometry itself, which was extracted using the marching cubes algorithm. In this study, the 

influence of extraction algorithms, which affect the output geometry independently of the NeRF method, was 

not considered. 

Despite this limitation, a general trend emerges across the experiments. Quantitative analyses indicate compa-

rable or lower accuracy for NeRF compared to conventional MVS; specifically, a persistent surface-level 

noise, absent in traditional MVS outputs, is observed across all NeRF reconstructions. While MVS appears to 

preserve object geometry with higher accuracy and greater consistency, NeRF shows advantages in complete-

ness, particularly in scenarios where MVS typically struggles, such as textureless surfaces, transparent objects, 

and unconstrained touristic images, proving that NeRF methods can be used as a complementary tool for 

heritage 3D documentation. 

In parallel to this study, and to provide a reproducible evaluation basis for future assessments of NeRF methods 

in heritage documentation contexts, heritage-specific datasets were contributed to the NeRFBK benchmark, 

presented in the following section. 

3.4 NeRFBK Benchmark 

To accurately develop, evaluate, and compare NeRF-based techniques, access to high-quality data with precise 

GT is essential. However, gathering synthetic and real-world data with varied characteristics, such as feature-

less, well-textured, refractive, and reflective surfaces across different sizes and shapes, is challenging and may 

not encompass all relevant domains and applications. The NeRFBK dataset (Yan et al., 2023b), aimed to 

address these limitations by: 

¶ Creating a varied benchmark of multi-scale, indoor and outdoor datasets, comprising high-resolution 

images and videos, camera parameters (interior and exterior), and GT data for proper NeRF method 

evaluation. 

¶ Evaluating the benchmark through experimental tests conducted with the shared data, reporting 

quantitative accuracy and completeness results across multiple NeRF methods. 

The NeRFBK benchmark comprises real and synthetic scenes, with high-resolution images captured under 

various lighting conditions, with different cameras, at multiple scales and Ground Sample Distances (GSD), 

alongside 3D GT data for real-world cases. Synthetic scene images and GT were generated in Blender by 

modelling objects of varying shapes and sizes and by simulating camera paths. 

My contribution to the NeRFBK dataset was limited to the inclusion of heritage-specific objects (Figure 3.12), 

the provision of acquisition data, and the initial evaluation of selected NeRF methods on heritage scenes. This 

contribution, while modest in scope, aimed to integrate heritage-specific data into a comprehensive NeRF 

benchmarking framework. 
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Doss Trento Cyprus Statue 

    

Vase Metopa Tunnel Neptune Temple 

   

Trento Duomo Modena Baalshamin 

Figure 3.12: Visual summary of the NeRFBK datasets: data and more info available at 

https://github.com/3DOM-FBK/NeRFBK (Yan et al., 2023b). 

 

Ten different heritage scenes are included in NeRFBK. Among these, one synthetic and one real-world dataset 

were selected for testing and evaluation, illustrating the performance of different NeRF methods on both types 

of heritage data available within the benchmark: 

¶ Synthetic Statue dataset (Marelli et al., 2023): Instant-NGP and conventional photogrammetry were 

compared using quantitative metrics and visual representations against the GT. Fifty images of the Statue 

dataset, approximately 2 × 1 × 5 m in size, were used for the NeRF 3D reconstruction. The metric 

assessment (Table 3.3; Figure 3.13) shows that photogrammetry outperformed NeRF, with RMSE and 

STD of 5.71 mm and 10.81 mm, respectively, for the photogrammetric reconstruction, compared to 10.47 

mm and 15.35 mm for NeRF. Cross-sections extracted from both reconstructions (Figure 3.14) further 

confirm this, with the photogrammetric profile showing smaller geometric deviations than the NeRF one. 

 

Method RMSE MAE  STD Mean_E 

Photogrammetry 5.78 8.58 10.26 -1.28 

Instant-NGP 10.47 12.85 15.35 6.27 

Table 3.3: Evaluation metrics [mm] for the Statue object. 

 

https://github.com/3DOM-FBK/NeRFBK
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Figure 3.13: Comparison results [mm] of Photogrammetry (left) and NeRF (right) on the Statue object 

(Yan et al., 2023b). 

 

 

Figure 3.14: Cross-section profiles on the Status object (Yan et al., 2023b). 

 

¶ Real-world Vase dataset: the Vase object, acquired with a Google Pixel 2 smartphone, approximately 

40 × 30 cm, ~50 images at 4024 × 3016 px resolution, was tested using Instant-NGP, Nerfacto, and 

Neuralangelo. Results were compared against the available GT (a photogrammetric reconstruction 

performed with a reflex camera). All three methods achieved high levels of accuracy (Table 3.4, Figure 

3.15), with Nerfacto and Neuralangelo substantially outperforming Instant-NGP. The completeness 

analysis (Figure 3.16) revealed similar performance for Neuralangelo and Nerfacto, while Instant-NGP 

achieved higher completeness at the cost of considerably lower accuracy. Neuralangelo produced the 

mesh with the lowest noise (Figure 3.15), exhibiting the best overall results in terms of both accuracy and 

completeness. 

 

Method RMSE MAE  STD Mean_E 

Neuralangelo 0.30 0.31 0.42 -0.01 

Nerfacto 0.28 0.31 0.37 0.19 

Instant-NGP 0.79 0.86 1.11 0.36 

Table 3.4: Metric assessment [mm] for the Vase object. 
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Neuralangelo Nerfacto Instant-NGP 

   

Figure 3.15: Mesh-to-mesh comparison [mm] for the tested NeRF-based methods on the Vase object (Yan 

et al., 2023b). 

 

 

Figure 3.16: Accuracy and completeness for NeRF-based methods on the Vase object (Yan et al., 

2023b). 

 

 

While the primary aim of this contribution was to create heritage-specific benchmarking data rather than a 

comprehensive assessment, the results obtained are consistent with those of Section 3.3, further confirming 

the accuracy/completeness trade-off between NeRF and conventional photogrammetric approaches across dif-

ferent heritage object types and scales. 

3.5 Innovative Aspects, Limitations And Future Works 

The assessment of different NeRF methods for heritage 3D reconstruction, conducted across the two studies 

presented in this chapter, enabled their evaluation on challenging heritage scenes, characterised by textureless, 

reflective, or transparent surfaces and complex geometry. In answer to the research question introduced at the 

beginning of the thesis, although NeRF did not prove to reach levels of geometric accuracy on the 3D model 

on par with traditional photogrammetric methods, it proved to be a viable complementary method for heritage 

3D reconstruction, capable of reaching high levels of completeness while remaining less reliable for highly 

accurate metric analyses. 

It should be noted that these studies were conducted in 2023, when NeRF represented the state-of-the-art 

paradigm for neural scene reconstruction. Shortly after, as discussed in Section 2.1, 3D Gaussian Splatting 



 

53 

 

(3DGS; Kerbl et al., 2023) emerged as an alternative approach, representing scene geometry through explicit 

3D Gaussian primitives rather than implicit volumetric functions, and demonstrating competitive or superior 

performance in terms of rendering speed and quality, swiftly shifting the attention away from NeRF. While a 

systematic evaluation of 3DGS for heritage reconstruction falls outside the scope of this thesis, given the 

research's temporal constraints and the method's non-ML/DL  nature, the evaluation methodology and heritage 

dataset developed here constitute a foundation for future comparative studies involving novel image-based 

paradigms for heritage 3D reconstruction. Future research in the heritage field will likely continue to focus on 

GS for heritage 3D reconstruction to assess its applicability to heritage documentation; therefore, rigorous and 

meaningful evaluation methods are needed. 
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4. 3D SEMANTIC SEGMENTATION OF ARCHAEO-

LOGICAL LIDAR DATA 

 

Figure 4.1: Research outline with the chapterôs addressed topic highlighted in red. 

4.1 Gaps, Aims, and Motivation 

As introduced in Section 2.2, acquisition and 3D reconstruction are only the initial stages of processing 3D 

digital heritage data, and further elaboration is required to fully extract the information stored within 3D data. 

To this end, 3D semantic enrichment, i.e. the task of assigning a meaning label to each element of a 3D scene, 

enables domain experts to derive meaningful information for heritage study, preservation, conservation, and 

valorisation. While this procedure is traditionally performed manually by domain experts, the annotation task 

is labour-intensive and time-consuming. Consequently, the integration of ML and DL algorithms is indispen-

sable to shorten processing times, especially for large-scale heritage datasets. 

In archaeology, the rise of ALS-based surveys for identifying and mapping archaeological features at varying 

scales and in diverse contexts, mainly due to LiDAR sensors' ability to penetrate forest canopy, has enabled 

archaeologists to detect otherwise invisible landscapes (Opitz and Cowley, 2013; Campana, 2018; Johnson 

and Ouimet, 2018; Vinci et al., 2025). However, as these technologies have become more accessible and point 

densities have increased, the resulting data volumes have grown substantially, necessitating effective auto-

mated methods for extracting meaningful archaeological information from point clouds. 

To this end, numerous algorithms have been developed over the years to generate Digital Terrain Models 

(DTMs), which provide an accurate representation of the ground surface and serve as the foundation for sub-

sequent archaeological analysis. However, typically, a DTM represents the bare-earth surface, free of other 

objects standing on it, whereas an archaeological DTM, or Digital Features Model (DFM; Pingel et al., 2015), 

for comprehensive detection of archaeological features, needs to be free of vegetation, but should retain struc-

tures, standing walls, and any other standing archaeological feature. 
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While multiple operations influence the final DFM outcome, including raster interpolation methods, point-

cloud ground filtering is one of the most critical steps, as it directly affects the archaeological interpretability 

of the data. In this context, traditional filters are not designed to retain standing archaeological features, and 

challenging conditions such as abrupt elevation changes, dense forest, or shrubbery cover hamper their ability 

to extract an accurate ground surface with fixed settings. In such cases, manual point cloud segmentation is 

often required to prevent loss of archaeological information during filtering. This is an extremely time-con-

suming procedure that becomes unfeasible at a large scale in densely forested areas. 

To address this limitation, ML approaches for 3D semantic segmentation can be quickly trained to retain 

ground and archaeological features in the final output, offering a viable and more flexible alternative to tradi-

tional filtering, especially in complex, densely forested, and mixed environments. 

To this end, in this chapter, inspired by previous approaches applied to the heritage domain (Teruggi et al., 

2020; Zhang et al., 2022), a Multi-Level Multi-Resolution (MLMR) framework for DFM generation and the 

mapping of archaeological standing features through point-cloud semantic segmentation is presented. First 

introduced in Mazzacca et al. (2022), the framework was further developed during this PhD, integrating a deep 

learning backbone and a novel training strategy to improve accuracy and generalisability across diverse ar-

chaeological contexts. Two studies form the foundation of this chapter: Cirigliano et al. (2025) and Mazzacca 

and Remondino (2026). 

This chapter, therefore, addresses the second research question (RQ2): 

¶ Can the implementation of ML/DL-based 3D semantic segmentation models into an archaeological 

LiDAR data workflow generate highly accurate digital models of the ground surface while simultaneously 

retaining and mapping archaeological above-ground features? 

The chapter is organised as follows: Section 4.2 introduces the evaluation metrics for the quantitative analysis 

of the segmentation results adopted throughout this and the following chapter; the MLMR methodology in its 

latest iteration is detailed in Section 4.3; Section 4.4 presents the results of an earlier iteration of the method-

ology, focused on microrelief analysis, applied to the archaeological area of Rusellae (Cirigliano et al., 2025); 

Section 4.5 evaluates the methodology in its latest form, experimenting with different configurations, resolu-

tions, and backbones across diverse datasets (Mazzacca and Remondino, 2026); and Section 4.6 discusses the 

achievements, innovative aspects, limitations, and future research directions. 

4.2 Semantic Segmentation Evaluation Metrics 

In this chapter and the next, metrics commonly used in the ML field to evaluate 2D/3D semantic segmentation 

results are employed. Precision (Equation 4.1), recall (Equation 4.2), F1 score (Equation 4.3), and intersection 

over union (IoU; Equation 4.4) are computed for each class, with the average IoU and average F1 score, 

computed as the unweighted average of per-class values, serving as overall performance indicators. Addition-

ally, weighted IoU and weighted F1 score are calculated, with each class weighted by its frequency in the 

dataset to account for class imbalance. 
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where Tp (true positive), Tn (true negative), Fp (false positive), and Fn (false negative) are derived from the 

confusion matrix. 

4.3 Methodology: Multi -Level Multi -Resolution Approach (MLMR) 

The MLMR approach is a hierarchical framework comprising two consecutive binary semantic segmentation 

stages performed progressively from coarser to finer resolution. This design reduces computational overhead 

by processing full-resolution data only at the final stage, shortens training times, and enables task-specific 

optimisation at each stage, maintaining fine-scale accuracy while improving computational efficiency. In its 

latest iteration (Figure 4.2), the semantic segmentation task is decomposed into: 

¶ Level 1 (L1) - Vegetation Filtering: At this level, the model is trained on GT labels to distinguish 

vegetation from non-vegetation at lower resolution. This progressive filtering substantially reduces the 

dataset's size by filtering the most represented vegetation class before moving to the more challenging 

structure-detection stage. Performing vegetation filtering first improves the effective class ratio for the 

usually severely underrepresented class structure, thereby substantially alleviating class imbalance in the 

critical second stage. 

¶ Level 2 (L2) - Structures Detection: After reprojecting L1's predictions to a finer resolution and filtering 

out predicted vegetation, the ML algorithm is trained to distinguish the class structure from the class 

ground. L2 is trained on L1's predicted labels, applied to the training and validation sets rather than the 

GT. Inspired by cascade architectures in object detection (Cai & Vasconcelos, 2019), this train-test 

consistency strategy addresses the distributional mismatch problem. During inference, L2 receives L1's 

imperfect predictions, making training on L1's outputs more representative of deployment conditions than 

training on GT. 

This version of the MLMR hierarchical approach builds on previous implementations (Mazzacca et al., 2022; 

Cirigliano et al., 2025), adopting a vegetation-first approach, as in Mazzacca et al. (2022), to minimise error 

propagation by leveraging vegetation's distinctive geometric signature (high vertical extent and anisotropy) to 

perform the simpler binary task first, and introducing a novel training-test consistency strategy that applies L2 

training to L1 predictions to improve robustness against upstream errors, enabling fully automatic inference 

without manual correction between pipeline stages. 
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Figure 4.2: MLMR approach scheme. 

4.3.1 Classes selection 

Given archaeological needs when processing LiDAR data over under-canopy heritage sites and the require-

ments for generating a DFM, the proposed pipeline is built around the segmentation of three classes (structure, 

vegetation, and ground), with the ground and structure classes serving as the basis for DFM generation. 

Although a DFM, by definition, contains only archaeological structures (excluding modern ones), in this study, 

modern and archaeological structures are grouped together inside the structure class for several reasons: 

¶ The need to avoid potential loss of archaeological features by adding further complexity to the 

segmentation task, particularly given that the structure class is, in general, already severely 

underrepresented in archaeological LiDAR datasets. 

¶ The inherent difficulty of defining this distinction in geometric terms, as it requires stylistic-interpretative 

considerations and conservation state assessments, aspects that cannot be readily translated into neural 

network training parameters.  

¶ The scarcity of modern structures in forested environments, which, in conjunction with the previous two 

points, considerably limits the advantages of an automated approach compared to manual expert 

assessment. 

4.4  MLMR Application on a Large -Scale LiDAR Dataset from a Medi-

terranean Environment 

In Cirigliano et al. (2025), an earlier version of the methodology is applied to data from a high-resolution 

LiDAR acquisition of the sites of Moscona and Rusellae, a landscape encompassing archaeological features 

from Prehistory to the Medieval period. 

The two sites present challenging conditions for archaeological investigation due to the dense, multicanopy 

vegetation, which reduces the visibility of above-ground archaeological features and microrelief in aerial im-

agery. This case study, therefore, was an opportunity to apply the methodology to obtain archaeologically 



 

59 

 

significant results and, at the same time, to evaluate its performance at a large scale in a complex environment 

with dense shrubbery, bushes, and subtle archaeological features. 

4.4.1 Dataset 

4.4.1.1 Dataset acquisition 

The LiDAR survey, encompassing both the sites of Moscona and Rusellae and spanning a continuous area of 

550 ha at an average point density of 750 points/m2, was conducted during winter, when vegetation cover is 

less dense. The acquisition, managed by Alto Drones and the  Laboratory of Landscape Archaeology and 

Remote Sensing (LAP&T) of the University of Siena, was conducted in automatic mode with a RIEGL 

miniVUX-3 equipped with an Applanix APX-20 IMU, maintaining a constant speed and a height of 60 m. 

From the laser-scanner data and flight trajectory, a 3D point cloud of 2.7 billion points was generated, with 

planimetric and elevation accuracies of ±2cm. 

4.4.1.2 Archaeological Context and Characteristics 

Two areas of the dataset are investigated in great detail (Figure 4.3). The first one consists of the hilltop section 

of the Moscona hill, well known for the presence of a medieval settlement extending for about 1 ha (Collavini, 

1998; Mangiavacchi, 2002) with the remains of a fortified settlement dating to the 12th century (Collav-

ini, 1998; Farinelli and Francovich, 2000), which includes a circular tower, measuring approximately 30 m in 

diameter, and a surrounding wall connected to the tower enclosing the settlement (Bianchi, 2023). This area 

was selected for the richness of the archaeological data, the availability of reference works, the environmental 

context, which is almost entirely covered by dense vegetation, and the possibility of using GT surveys to 

evaluate the results. 

 

 

Figure 4.3: Aerial photography from the regional geoportal of Tuscany of the surveyed area (Cirigliano 

et al., 2025). 

https://lapet.unisi.it/
https://lapet.unisi.it/
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The second area lies close to the city walls of Rusellae, where excavations conducted during the second half 

of the 20th century have identified sites now completely covered by vegetation (Bocci, 1975). The city of 

Rusellae, founded in the 6th century BC by the Etruscans, hosts a rich architectural heritage with a complex 

archaeological stratigraphy, including city walls, an amphitheatre, and a forum area. The investigated area 

comprises a funerary landscape of round barrows with stone vaults, dating to the 6th century BC, located 

outside the city's walls along the western slopes of the city, and covered by dense vegetation. The burials are 

reported on a 1975 map published by the Archaeological Superintendence (Bocci, 1975). However, the exact 

extent of this necropolis and the number of burials were unknown before the investigation. 

4.4.2 MLMR Implementation and Validation 

4.4.2.1 MLMR implementation  

The MLMR approach is applied here in an earlier, slightly different version than the one outlined in Section 

4.3. In this case, following standard LiDAR processing procedures, where ground filtering is performed before 

any other segmentation step (Vosselman and Maas, 2010), and given the need for an accurate ground model 

to investigate microrelief, the methodology performs ground segmentation first (L1) and distinguishes struc-

ture and vegetation on the remaining points at L2. 

Changing from prior work (Mazzacca et al., 2022), a deep learning (DL) backbone is introduced for semantic 

segmentation, specifically an internal implementation of the PT architecture (Zhao et al., 2021), replacing the 

previously employed RF backbone. This represents a significant advancement due to the fundamentally dif-

ferent ML paradigms the two backbones represent (both backbones are introduced in section 2.2): 

¶ Random Forest (RF): a traditional ML algorithm based on an ensemble of classification trees trained on 

handcrafted geometric features, where the best solution for each prediction is selected through voting. 

Each tree in the ensemble represents an individual classifier and is trained on a random subset of the 

training data. RF has demonstrated strong performance in archaeology and heritage applications (Grilli et 

al., 2019b; Croce et al., 2021; Mazzacca et al., 2022). In these experiments, the RF4PCC framework (Grilli 

and Remondino, 2020) is used. 

¶ Point Transformer (PT):  a DL architecture that learns feature representations directly from 3D 

coordinates and point attributes, applying self-attention mechanisms locally within point neighbourhoods. 

This enables each point to attend directly to surrounding points and capture long-range dependencies more 

effectively than fixed convolutional kernels, thereby enabling efficient processing of large scenes 

containing millions of points. PT is chosen because it has demonstrated success and replicability across 

various scenarios (Zhao et al., 2021), including heritage (Bassier et al., 2024; Sánchez-Aparicio et al., 

2025; Betsas et al., 2025, 2026) and archaeology (Cirigliano et al., 2025). 

No train-consistency strategy is utilised, as this latest innovation was introduced into the methodological 

framework in Mazzacca and Remondino (2026). For training, manually labelled parts of the archaeological 

sites of Rusellae and Santa Marta (with a similar Mediterranean vegetation signature to the Rusellae and Mos-

cona contexts) are combined with sensor-based and geometric features calculated at different radii (Weinmann 

et al., 2015) to serve as inputs to the DL architecture. Despite DL architectures' ability to learn relevant features 
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directly from raw data, geometric features are utilised in this case to improve performance and accelerate 

convergence. 

¶ L1: The first level of the pipeline is conducted at 0.2 m resolution, dividing the entire dataset into tiles at 

both stages of the segmentation workflow to reduce computational overhead. A few tests at different 

resolutions (0.1 m, 0.2 m, 0.5 m) were performed to determine which level of data subsampling yields the 

best cost-efficiency ratio and the clearest, most readable DTM. Processing the data at 0.2 m and 

reprojecting the results back onto the raw data before generating the DTM raster from the ground point 

cloud using kriging interpolation at 0.3 m resolution proved to be the most suitable choice for this task. 

¶ L2: The second level is performed at a 0.1 m resolution, leveraging the distinct geometric characteristics 

of the two classes to map structures and vegetation on the remaining points, after ground filtering.  

After segmentation, the DTM raster files are passed to the next phase of the pipeline by importing them into a 

GIS environment to perform archaeological analysis using various visualisation techniques, while L2 segmen-

tation results are visually evaluated to assess the network's ability to detect above-ground structures. 

4.4.2.2 Ground Verification  

Given the challenging context, ground verification is essential to confirm and validate data interpretations. 

The availability of vast datasets recorded during the Emptyscapes project, which has operated in the area for 

over 20 years (Campana, 2023), and the ability to cross-reference multiple results from previous surveys ena-

ble reliable validation. Each feature identified in the LiDAR data was documented in a GIS record, including 

a description of the evidence, interpretation, reliability, and preliminary dating. Archaeological features were 

recorded on-site using GNSS RTK (Trimble R12i). Despite the challenges posed by dense vegetation, limiting 

survey activity, it was still possible to verify all identified archaeological features. However, the presented 

results constitute only a small portion of the analysed area. 

4.4.3 Results and Interpretations 

4.4.3.1 Semantic Segmentation Quantitative Results 

L1 - DTM Raster Generation: During the first phase of the process, the network for the most part success-

fully differentiates the ground from the non-ground class (Table 4.1, Figure 4.4), overcoming the challenging 

conditions characterising the Rusellae/Moscona area, namely the presence of low-standing archaeological 

structures and extensive low vegetation cover. 

 

L1 (Overall Accuracy = 96.76 %) 

(%) Precision Recall F1 Score 

Ground 95.58 94.75 95.16 

Non-ground 97.35 97.78 97.56 

Table 4.1: Evaluation metrics at the end of the first level (L1) of the semantic segmentation process 

and explanation of the metrics calculation. 
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Despite these encouraging results, low vegetation still prevents some sensor impulses from reaching the 

ground in many areas, resulting in empty data patches and, in some  

cases, hampering the algorithm's ability to clearly distinguish ground and non-ground points near the ground 

surface, leading to widespread noise. 

 

a)  

b)  

c)  

Figure 4.4: L1 segmentation results: (a) Ground (brown) and non-ground (green) segmented point cloud, 

(b) non-ground filtered cloud and (c) ground filtered cloud (Cirigliano et al., 2025). 

 

L2 - Structures Mapping: The mapping of the structure class poses several challenges, the two main ones 

being: (a) the intrinsic differences among structures in functionality (e.g., public monuments, houses and pro-

duction), size (e.g., monumental complexes or small settlements buildings) and period (e.g., classical age, 

medieval age and contemporary age) and (b) the low amount of available training data to train a DL network 

to map all the above-mentioned structure types, characterised by large differences in their geometrical signa-

ture. 

As shown in Table 4.2 and in Figure 4.5, the model performs well at segmenting above-ground structures, 

particularly for vast archaeological complexes. Although the algorithm is successful for the most part, the 

predicted structure class yields a significant number of false positives, resulting in widespread noise across 

the landscape. Given the possibility of substantial differences between the structures used to train the algorithm 

and those in the test set, metrics computed on the validation set alone are insufficient to assess the accuracy of 

the results, and a field survey was deemed necessary to confirm the accuracy of the outcomes. In total, over 

700 features have been identified across the 550 ha examined by LiDAR, many of which were previously 

unknown. 

 

L2 (Overall Accuracy = 99.31 %) 

(%) Precision Recall F1 Score 

Structure 98.45 93.61 95.97 

Vegetation 99.38 99.86 99.62 

Table 4.2: Evaluation metrics at the end of the second level (L2) of the semantic segmentation process. 
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Figure 4.5: The semantic segmentation L2 results for the Rusellae and the hilltop of Moscona areas 

(Cirigliano et al., 2025). 

4.4.3.2 Visual Results and Interpretations 

Moscona: 

The dense vegetation cover on top of the Moscona hill makes interpreting the nature and extent of the hidden 

archaeological evidence difficult, aside from the large circular tower known as ñTinoò, due to its size and 

prominent position (Figure 4.6). Processing the data using the local dominance method (Hesse, 2016) provides 

a detailed representation of the settlement's organisation, yielding a more detailed plan than previous studies 

and enabling the identification of 97 archaeological features (Figure 4.7). 

 

 

Figure 4.6: Orthophoto obtained from regional acquisitions during the same year as the LiDAR acquisition 

(Cirigliano et al., 2025). 










































































































































